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Abstract
Simultaneous Localization and Mapping – SLAM – is an algorithm which confers to
agents a sense of the environment and how they move through it. Examples of such
agents are autonomous robots, but also augmented- or virtual reality devices worn
by humans. It allows them to build a map of the environment, to localize themselves
within that map, and to plan routes between points of interest inside that map. Multiagent SLAM extends this sense of the environment to a group of agents, allowing them
to additionally profit from each others’ knowledge of the environment. In this thesis,
this knowledge is acquired using vision. Cameras provide rich information for various
tasks and are compact, low-cost, and ubiquitous at the same time.
The drawback of this rich information is that it would per default require a lot of
bandwidth to transmit between agents. While new infrastructure provides more and
more high-bandwidth wireless communication, it is far from covering all multi-agent
SLAM application environments. It has trouble penetrating through rock, walls and
water, and across large distances. Besides, saving bandwidth enables scalability to
larger groups of agents, and leaves the bandwidth available to other uses. This thesis
thus focuses particularly on multi-agent mapping using minimal data exchange. For
similar reasons – scalability and bandwidth savings – the emphasis is put on developing
a decentralized, as opposed to a centralized SLAM system.
In the pursuit of such a system, three components of visual SLAM, where data is
exchanged between the participating agents, emerge: place recognition, relative pose
estimation, and map optimization. In this thesis, I mainly work on ways of achieving
the former two with as little data exchange as possible. As for map optimization, I
make the point that it is most likely not needed in most decentralized visual SLAM
applications. Map optimization mitigates the global inconsistency that inevitably
happens due to drift in visual odometry. In the past, however, it has been shown that
global consistency is not necessary for navigation in the map. In my thesis, I show that
it is not needed for exploration, either. The following is a list of contributions of this
thesis, in chronological order:
• A method for decentralized bag-of-words-based visual place recognition for a
group of n agents which requires n times less data exchange than conventional
decentralized place recognition.
• A similar method for decentralized learned-embedding-based visual place recognition which requires even less data exchange.
• A first truly data-efficient, full decentralized visual SLAM system based on
state-of-the-art components, including the previous contribution, and additional
iii

Abstract
methods for reducing the data exchange, without sacrificing the accuracy of the
shared map. Ten robots operating for one minute only exchange 2MB of data in
total for full multi-agent visual SLAM functionality.
• A detector for visual features which is capable of extracting a minimal set of
feature points that enables localization with as little as 50 visual features.
• A completely new approach to feature detection and matching, where features
that are implicitly matched between images are detected, thus rendering feature
descriptors obsolete in the considered application case.
• A data representation for exploration which enables exploration using a globally
inconsistent state estimate.
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1 Introduction

Any agent acting in the real world needs to have a notion of its environment to
efficiently operate in it. More concretely, typical skills that should be enabled by this
“sense of the environment” are the ability to recognize whether the place the agent
is in right now is a previously visited place or a new place, or the ability to navigate
from the current location to a desired location. The knowledge required for this is
typically represented in a map. Thus, an agent that wants to acquire the aforementioned
skills will both continuously build its map, while also always trying to localize itself
within the existing map. In other words, it will perform Simultaneous Localization and
Mapping – SLAM.
Due to its importance for autonomous robots, SLAM has been studied in the robotics
community for a long time, and single-agent SLAM has recently reached maturity to
the point where it is deployed in industry, such as for augmented and virtual reality
(AR/VR) 1 or for drones 2 . Still, it remains an interesting research topic, as different
aspects of it remain open problems.
In this thesis, I go one step beyond single-agent SLAM and consider multi-agent SLAM.
Multi-agent SLAM gives groups of agents a shared sense of the environment, and a
sense of each other, thus being crucial for collaborative tasks. Examples of collaborative
tasks are multi-robot exploration (faster than single-robot exploration), multiplayer
AR/VR games, group coordination through AR devices, or heterogeneous tasks, like
construction, where different robots with different skill are required. Figure 1.1 illustrates the utility of both collaborative AR and multi-robot exploration with an example
from science fiction. In multi-agent SLAM, the aforementioned desired skills are extended to a group of agents: rather than one agent recognizing places it has been to
before, any agent should be able to recognize places any other agent in the group has
been to before. Rather than one agent being able to navigate to a place of interest it has
been to before, any agent should be able to navigate to any place of interest previously
seen by any other agent. This requires communication between the agents, and one of
1 https://www.microsoft.com/en-us/hololens,

https://www.oculus.com/,

https://www.magicleap.com/en-us
2 https://www.skydio.com/
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Figure 1.1 – Multi-agent augmented reality (AR) and multi-robot exploration as envisioned by
modern science fiction. In the movie “Prometheus”, a group of scientists equipped with AR
devices encounters an unknown cave system. Rather than incurring risk and wasting time by
exploring the system themselves, they deploy a group of robots that scans the caves. The map is
sent back to headquarters, including the positions of robots (red) and scientists (yellow) within
the map (© Scott Free Productions, Brandywine Productions, Dune Entertainment, 2012).

2

1.1. Problem Statement and Design Decisions
the key challenges I am tackling in this thesis is to make this communication as minimal
as possible. Keeping the communication minimal allows to develop multi-agent SLAM
system with a larger group of agents, or it allows for deployment in environments
where the available bandwidth is limited, such as underwater, in cave systems, indoors,
or across large distances.
In Section 1.1, I discuss further decisions in setting up the problem statement, such as
why I focus on Visual SLAM in particular, and why I focus on decentralized, rather than
centralized multi-agent SLAM. In Section 1.2, I set up the research objectives that make
up this thesis and which have driven the individual contributions that this cumulative
thesis consists of. Section 1.3 reviews and discusses the related literature that has been
relevant to my thesis. Chapter 2 then summarizes the papers in the appendix and their
connections to each other. Finally, Chapter 3 provides future research directions.

1.1
1.1.1

Problem Statement and Design Decisions
Visual State Estimation and Mapping

While Visual SLAM and its components are described in due detail in Section 1.3.1,
this section is dedicated to motivating why vision is used as the modality for state
estimation and mapping. The fact that evolution has led us to use vision to find our
whereabouts might be an indicator enough that it is a good idea to use vision also for
artificial agents. However, there are several alternative technological solutions for state
estimation, such as GPS, optical tracking systems, or laser range finders.
GPS and optical tracking systems indeed have the advantage over vision that they can
give an accurate and drift-free pose, or at least position estimate. Furthermore, given
existing products, they are programmatically rather simple to implement. However,
they are both restricted in where they can be applied: On the one hand, GPS only
works reliably outdoors, even there succumbing to failures such as reflections in urban
canyons [44]. Optical tracking, on the other hand, relies on external infrastructure
and can thus only be used in rooms where such infrastructure has been deployed. In
contrast, visual state estimation works in any environment with sufficient texture – a
light source is typically present where humans are present, but can also be brought
along otherwise.
A popular alternative method for state estimation in robotics are laser range finders.
They typically provide one or several planar scans that determine the free space between
the sensor and the nearest obstacle. For now, however, laser range finders remain
significantly more expensive than cameras, and they are typically heavier, making them
less useful for applications where state estimation needs to be provided in a lightweight
package, such as on quadrotors. Finally, they usually have a limited range and capture
3
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much less information about the environment than cameras. Cameras can be used
for many other tasks beyond state estimation, and the fact that they capture more
information means that they are also able to describe places more uniquely, which is
relevant for recognizing previously visited places and navigation.

1.1.2

Why a Decentralized System?

A conscious choice in this thesis has been to work specifically on decentralized multiagent SLAM, rather than centralized multi-agent SLAM. Centralized algorithms are
generally simpler, as all data can be sent to a central entity. Centralized algorithms thus
have access to all data. Decentralized algorithms, in contrast, have to deal with the fact
that none of the involved entities has access to all data unless all data is exchanged –
which would be inefficient in terms of bandwidth use. Hence, decentralized algorithms
are conceptually more challenging, but there are several advantages to using them.
There are two ways to implement a centralized algorithm: either there is a dedicated
central machine, or one of the agents participating in the multi-agent activity is designated as a central entity. The former case is restricting in applications, as all agents
need access to the central entity – the group cannot move too far away from the central
entity or from communication infrastructure that allows access to the central entity.
In the latter case, the dedicated agent represents a bottleneck in several ways: firstly,
in terms of computation and memory. This can be fine if known a priori: one of the
agents can be equipped with a more powerful computer than the others. However, this
might preclude ad-hoc assemblies of existing lightweight devices, such as multi-rotors
or augmented reality devices. Secondly, the dedicated central entity poses a bottleneck
in terms of bandwidth. This can be particularly problematic in scenarios with limited
bandwidth, such as environments with high electromagnetic absorption like under
water [158], in environments with many walls, or across large distances, absent communication infrastructure. In a centralized system, the central entity has to receive all
of the data, whereas, in well-designed decentralized algorithms, data tend to travel less,
and can be well-distributed across the participating agents. Thirdly, the central entity
poses a bottleneck in terms of robustness to failure. In a central system, if the central
entity fails, everything fails. Decentralized systems, in contrast, can be designed for
robustness to the loss of some of the participating agents. However, this typically needs
to be explicitly designed for, typically at the cost of more communication [161]. A
similar case can be made for privacy, especially in adversarial scenarios: in a centralized
system, capturing or hijacking the central entity gives access to the full information [32],
or, worse, could lead to control over the full system.
Finally, in a decentralized system, bandwidth can be saved since it might not be necessary to send out certain data at all. For example, decentralized map optimization can be
achieved with only exchanging a fraction of the overall map data (see Section 1.3.4), as
4
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each agent mostly processes its own data, whereas a centralized optimization algorithm
would need to gather all of the data from the agents.

1.1.3

The Components of Decentralized Visual SLAM

Single-agent visual SLAM has three components: firstly, Visual Odometry (VO) processes the incoming sensor data and tries to establish, ideally in real-time, an initial
estimate of both the trajectory of the agent, as well as of the environment as observed
by the camera, represented as a sparse or semi-dense set of 3D landmarks [176]. The
trajectory estimate is typically given as a series of six-degree-of-freedom (DoF) poses.
A pose T BA expresses the spatial transformation between two Cartesian 3D reference
frames A and B. It consists of a 3D rotation described by a rotation matrix R BA and
a position vector t BA , both expressed in frame A, unless otherwise stated. The axes
of frame B can be found by first translating the axes of A by t BA and then by rotating
them by R BA . Using linear algebra, the concatenation of such transformations can be
expressed with 4 × 4 matrix multiplication 3 . Given three frames A, B and C:
"

T BA

R BA t BA
:=
01 × 3 1

T CA = T BA · T CB .

#
(1.1)
(1.2)

Formally, then, visual odometry provides a series of estimates of the agent frame A
A
with respect to the odometry frame O over time, T̄ O (t), O conventionally coinciding
A
with the initial pose of the agent T̄ O (t = 0) = I . Visual odometry is subject to drift,
A
A
meaning that the error between the estimated pose T̄ O and the actual pose T O
tends to
grow over time.
The second component of single-agent SLAM, Loop Closure Detection, compares new
sensor data against the already established map to see whether the currently visited
location has already been seen in the past. The output of loop closure detection is a
M
relative pose estimate T̄ Q between the current (query) agent frame Q and a previous,
matched frame M.
Loop closures can then be used in the third component, Optimization, to mitigate drift:
since VO is subject to drift, there will be an inconsistency between the poses estimated
by the VO and the relative pose provided by loop closure detection:
Q

M

M

T̄ O · T̄ Q 6= T̄ O

(1.3)

The fact that, given (1.2), equality should hold in (1.3), is exploited in an optimization
3 For

efficiency reasons, pose manipulation is usually implemented using quaternions. Conceptually,
however, pose manipulation using rotation matrices is much more efficient to communicate.
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Figure 1.2 – The components of decentralized SLAM as I proposed in [35]. The colored blocks
represent components that involve data exchange between agents.

process that corrects the drift within the set of poses affected by this inconsistency [100],
along with the 3D structure observed from those poses. This results in a globally
consistent map, which typically exhibits less error than it did before incorporating the
loop closure in the optimization.
These components transfer to decentralized multi-agent SLAM, with some modifications: Visual Odometry (VO) works exactly like in single-agent SLAM, it can run
independently on each individual agent. As for Loop Closure Detection, however,
I propose to explicitly decompose it into Place Recognition and Relative Pose Estimation. The reason for this is that it only makes sense to establish a precise relative
pose once it has been established that the query place has indeed been previously
visited by another agent: firstly, a place recognition query requires less data than a
query for a full loop closure detection. Secondly, a place recognition query needs
to be addressed to every other agent, while the pose estimation query only needs
to be addressed to the single agent with the place match. So it only makes sense to
decompose loop closure detection into these two blocks in order to reduce the amount
of exchanged data. Finally, the Optimization component remains the same, but now
needs to be performed in a coordinated manner between several, if not all agents, since
loop closure constraints and the accordingly affected pose estimates can now span
across the trajectories of several agents. These components are visualized in Figure 1.2.
Of these components, place recognition, relative pose estimation, and optimization are
involved in data exchange, and are hence the focus of this thesis.

1.2

Research Objectives

The research objective of this thesis, in one sentence, is to achieve decentralized SLAM
with as little data exchange as possible. The extent to which SLAM is “achieved” depends on evaluation metrics. Traditionally, SLAM systems are evaluated by comparing
6
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the error between the estimated trajectory to the true trajectory of the agent. I will,
however, make the argument that this metric does not best capture the utility of SLAM
for many applications where a globally consistent or accurate map is not needed.
This is important because if a globally accurate map is not needed, the optimization
component of SLAM can be dropped, resulting in far less data exchange. In that case,
the considered performance metric is reduced to the accuracy of loop closure detection.
VO quality can still matter for accuracy in a local scope. The contributions of this thesis,
however, are VO-agnostic (apart from Paper C, which uses optimization), meaning that
they can be combined with any VO meeting any desired standard for local accuracy.
While a part of this thesis is about implementing a full decentralized visual SLAM
system, the overall objective can be tackled by considering the individual components
of SLAM as outlined in Section 1.1.3. Hence, in the following sections, I give a quick
overview of the challenges faced when attempting to implement them in a data-efficient
and decentralized manner.

1.2.1

Place Recognition

A property that makes place recognition unique among the other components is that a
naive decentralized implementation requires more data exchange than a centralized
implementation: In order to find out whether an agent sees a place that has previously
been seen by another agent, every agent would constantly send a place recognition
query to every other agent. Consequently, the complexity of overall data exchange with
respect to the number of agents n is O(n2 ). In contrast, in a centralized system, the
agents would send these queries only to the central entity, resulting in a complexity of
O(n). Thus, an important challenge in making decentralized SLAM viable is in solving
this problem of scalability.
When it comes to the data requirements of individual queries, place recognition
does not have as much potential for further size reduction. As I will elaborate in
Section 1.3.1, modern place recognition methods rely on nearest-neighbour retrieval
in high-dimensional vector spaces. The fewer dimensions such a space has, the more
efficient such retrieval can be, and so a lot of effort has already been undertaken in the
existing literature to reduce the size of the vectors, which are the main constituent of
the query data.

1.2.2

Relative Pose Estimation

To save data exchange, the agents involved in decentralized multi-agent SLAM will
each store their own map data. Consequently, to establish relative poses between agents,
queries will be sent to the agent which contains the portion of the map indicated by
the response to a place recognition query. Since the pose estimation query will be
7
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sent only to one agent, the amount of data exchanged is the same in a centralized and
decentralized system.
So the focus in this thesis will be on the composition of the query. As will be elaborated
in Section 2.3, the typical way to establish relative pose visually is through a set of n
visual features, each with their position and their descriptor, resulting in a query size of

dRPE = n · (dCoord. + dDesc. ),

(1.4)

where dCoord. is the byte size of the coordinates of the feature in the image and dDesc.
the size of the descriptor. Choosing a minimal dCoord. is trivial, so the goal is to find
methods for relative pose estimation that reduce n and/or dDesc. – or use a completely
different approach to relative pose estimation.

1.2.3

Map Optimization

Unlike for the previous two components of decentralized visual SLAM, there is already
a rich literature that has attempted to achieve decentralized map optimization with
minimal data exchange. Consequently, this has not been the main focus of this thesis.
However, as elaborated in Section 1.3.5, a technique called visual teach-and-repeat
has shown that it is not necessary to optimize maps in order to be able to navigate
within them. This raises the question: is it necessary to optimize at all? Rather than
to consider visual SLAM as an end in itself, the goal of this part of the thesis is to
investigate the applications of SLAM and to see whether there might be applications
other than navigation that do not require optimized maps.

1.3
1.3.1

Related Work
Single-Agent Visual SLAM and its Components

In this section, I review the most relevant work in single-agent visual SLAM, which
serves as a basis for this thesis, as well as recent developments that have affected my
research during the thesis. I start by reviewing the individual components of SLAM
as outlined in Section 1.1.3 and finally discuss full SLAM systems. An overview of
the geometry and the interactions between the components when using a standard
approach is provided in Figure 1.3. I omit literature related to single-agent map
optimization, as it is not relevant to my thesis. Multi-agent map optimization is
reviewed in Section 1.3.4.
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Figure 1.3 – The approach to Visual SLAM used in this thesis, based on the literature reviewed
in this chapter. The curved lines indicate the trajectory of two agents, α and β. Along these
trajectories, the agents record images I; here the images at poses A, B and C are shown.
1 Visual features (4, Section 1.3.2) are extracted in each image, and associated between
subsequent images. 2 Based on these associations, Visual Odometry estimates both the 6-DoF
B
transformation T̄ A between poses, and the 3D positions of the points corresponding to each
feature, allowing an estimate of the overall trajectory. 3 To localize in the map of agent α,
agent β first establishes which image of agent α – if any – best matches the currently observed
image, using Place Recognition. In learned embedding-based place recognition, a Neural
Network f transforms all images into D-dimenional vectors (embeddings) f ( I ). Due to how
this network is trained, because frames B and C observe the same scene, their embeddings are
within a detection threshold (circle). Thus, β can efficiently determine that its image IC observes
the same scene as α’s IB using nearest neighbor retrieval. 4 For Relative Pose Estimation,
β matches the features of IC with those of IB based on this place recognition result. 5 This
matching implies an association to the 3D structure observed by α, from which β can derive a
B
relative transformation T̄ C to the map of α.

9
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(a) SVO [67]

(b) ORB-SLAM [149]

(c) DSO [60]

Figure 1.4 – Different approaches to Visual Odometry with different point densities. SVO only
extracts and tracks 121 points that can be directly tracked inexpensively. These points, however,
are not detected repeatably enough for loop closure detection. ORB-SLAM extracts 2000 points,
out of which it usually manages to track upwards of 500. The same points are used for visual
odometry and loop closure detection, both times relying on descriptor matching. DSO and its
predecessor LSD-SLAM attempt to track every point with a sufficient gradient.

Visual Odometry Visual Odometry (VO) takes as input a series of images taken
A
by a camera and provides as output an estimate of its 6Dof trajectory T̄ O (t) [176].
Depending on its implementation, a VO can return additional information about the
environment. VOs typically work image-by-image, associating the points observed in
the current image with points observed in the previous image. Over a sequence of
images, a VO then knows how points have moved through the image plane and can
calculate from that both the 6dof trajectory of the camera and the 3D position of each
point. VO approaches, then, differ in the choice of the points to be tracked, the method
by which points are associated between images, and the math that is used to transform
point tracks into camera trajectory and point location.
When it comes to the choice of points to be tracked, VO approaches can foremost
vary in the density of the extracted points, see Figure 1.4. Some VO algorithms select
a sparse set of points, and can thus be either very computationally efficient [67] or
specifically select points that are easy to track also under challenging conditions such
as motion blur [19]. Other VO algorithms select a large number of points to track, or
simply attempt to track all points, resulting in a much more detailed representation of
the environment, and robustness to individual point tracking failures [59, 60]. When
selecting a sparse set of points, VO algorithms can rely on a wide body of work on
feature selection methods, which are discussed in further detail in Section 1.3.2.
To track points across images, VO approaches can rely either on direct tracking methods
or on feature matching. Direct tracking methods can either be applied to points
individually [12, 19, 125], or the known geometry can be used to more rapidly track all
points simultaneously [67]. Instead of direct tracking, sparse sets of feature points can
also be associated by matching their descriptors (see Section 1.3.2). This can be more
robust to strong changes in viewpoint and is thus more commonly used for relative
pose estimation in loop closure detection, but it is also used in VO, such as in the VO
10
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implementation of [149].
Once point tracks have been established, the most common method to derive the
camera trajectory and point location is to use perspective-n-point algorithms. 2D-2D
algorithms such as the five-point [109, 152] or eight-point [122] algorithm are used to
provide an initial estimate of two camera frame poses and the 3D location of the points
matched between them. The problem of simultaneously estimating camera poses and
3D point positions is naturally scale-agnostic: The same image observations can be
explained by either a small trajectory in a small environment or a large trajectory in a
large environment. While this scale-invariance transfers to visual odometry, repeatedly
applying 2D-2D algorithms to subsequent frame pairs would not even guarantee a
consistent scale between subsequent camera pose estimates. Hence, VO algorithms
only use 2D-2D algorithms to provide an initial set of 3D point locations. To keep a
scale that is consistent with this initial estimate, the subsequent camera frame poses
are then localized with respect to the initial set of 3D points using a 2D-3D algorithm
like P3P [83, 105]. Simultaneously, the set of 3D points is expanded by triangulating
new point tracks from the poses of newly added camera frames. Since point tracking
is subject to errors, VO implementations combine 2D-2D and 2D-3D algorithms with
robust estimation methods, most commonly random sample consensus (RANSAC) [64].
To estimate the correct scale, VO algorithms typically either use a stereo camera setup
with known geometry or fuse visual state estimation with the output of an inertial
measurement unit (IMU) [19, 118, 160]. A recent review of VO algorithms additionally
using inertial data (Visual- Inertial Odometry, VIO) is provided in [50].
Very recently, VO methods have emerged which rely on machine learning, implicitly
performing many of the above subtasks inside of a neural network architecture [119,
214]. To obtain scale, these approaches often implicitly guess the scale [79, 209], like in
monocular depth estimation [77].

Place Recognition While for SLAM, place recognition is only one of two steps that
are required for loop closure detection, it is often the sole subject of publications, as it
is a very complex problem in its own right. A naive problem statement for visual place
recognition is “Given two images, determine whether they were taken at the same
location”. However, in SLAM a single query image typically needs to be matched to a
correct image among a very large set of images. Doing this by individually solving the
aforementioned problem statement for all possible matches would scale very poorly,
and so solving place recognition in practice also implies using an efficient retrieval
method. This problem of image retrieval is very similar to document retrieval that
is used by text search engines. One of the earliest and still popular approaches, bag
of visual words (BoW), has thus solved image retrieval by treating images like text
documents [186]. This is achieved by extracting visual features (see Section 1.3.2) and
11
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associating them with visual words from within a dictionary. This “visual dictionary”
is constructed a priori by clustering the feature descriptor space. Each cluster is
considered a word and features are associated with the word within whose cluster
their descriptor lies. Image retrieval is then performed by doing document retrieval
with visual words. This approach has subsequently been improved upon by, among
others, using hierarchical clustering in a vocabulary tree [151, 159], by applying it to
features with binary descriptors [73], and by properly handling repetitive structures in
the scene [199].
With the recent rise of the popularity of machine learning and convolutional neural
networks, a paradigm shift has occurred in the place recognition literature. Neural
networks can be constructed in such a way that their input is an image I and their
output is a high-dimensional vector f ( I ). Such an architecture can then be trained in
a way that if two images I1 and I2 are from the same place, a distance (euclidean or
other) between f ( I1 ) and f ( I2 ) is small, while if I1 and I2 are from different places, that
distance is larger. This still lends itself to efficient retrieval, as efficient nearest-neighbor
algorithms, such as k-d trees [15], can be used to retrieve the closest match from among
a large set of potential matches. During this thesis, the most popular such approach
has been NetVLAD [7], the distinctive feature of which is that its architecture is derived
from VLAD [8, 97], an advanced alternative to BoW.
So far, this review has discussed place recognition methods that are based on singleimage retrieval, but it needs to be noted that place recognition can also be achieved
using other methods, such as using more than just a single image [126, 139]. Two of
my contributions that are not related to the main thesis have considered this aspect of
place recognition and are discussed in Section 2.5. Furthermore, a well-known problem
in place recognition is perceptual aliasing, where there is an ambiguous environment
in which there are multiple places that look very similar. Several approaches to deal
with this problem exist [111, 131, 190].

Relative Pose Estimation Relative pose estimation is the part of localization/loop
closure detection that is applied to obtain a 6DoF relative pose to previous parts of the
trajectory once a candidate map region has been determined using place recognition.
Similarly to visual odometry, this is most often achieved using feature detection and
matching and a Perspective-n-Point algorithm coupled with robust estimation. Like in
visual odometry, it can also be achieved using direct image alignment [59].

Localization Localization, which is usually composed of place recognition and pose
estimation, serves for loop closure detection in SLAM but is an area of research of its
own [171, 172, 173]. It has many other applications, most importantly providing the
pose of an agent in an already-established map of an environment. A recent problem
12

1.3. Related Work
that is considered in the localization community is robustness to changes in appearance,
such as due to weather, light, or seasonal changes [128].

Full Single-Agent Visual SLAM systems The de-facto standard visual SLAM system
for monocular and stereo cameras encompassing all of the above components at the
time of this thesis has been ORB-SLAM [148, 149]. In visual-inertial SLAM, VINSMono [160] also has the ability to detect and incorporate loop closures, relying on [73],
just like ORB-SLAM. A peculiarity of ORB-SLAM is that it uses the same features
(ORB features [170]) and feature matching method for odometry and loop closure
detection, thus recycling some of the computation between these tasks. While this
can save computation overall, using different features for odometry and loop closure
detection is just as valid an approach [180], allowing for a more modular SLAM system.

1.3.2

Feature detection and description

Feature selection and description is a crucial component of many visual odometry and
relative pose estimation approaches. It is of particular importance for this thesis, as it
defines the data that is exchanged to establish relative poses between agents: a large
part of this thesis has dealt with designing features that can be used to achieve SLAM
while being as compact as possible, see Section 2.3.
Features are usually established by first detecting them in an image, that is, determining
the pixel location of features in an image, and then describing them. The goal of feature
description is to provide a feature descriptor (typically a high-dimensional vector),
which is invariant to geometric and photometric transformations, such that a feature
can be correctly associated between two images, even if the camera viewpoint or the
scene lighting has changed. Similarly to place recognition, the rise in popularity of
machine learning and convolutional neural networks has inspired a paradigm shift in
the feature community.

Traditional Feature Detection Classically, features have been selected from distinctive
image locations, that is, image locations that significantly differ from neighboring image
locations. This is a prerequisite for a reliable association of points between different
images: points that are not distinctive get confused with their neighbors. Whether
an image location is distinctive can be determined explicitly [144] or using a firstorder approximation, such as the Harris [84] or Shi-Tomasi [183] detector (Figure 1.5).
Alternatively, distinctive features can be detected by convolving the image with a
suitable kernel, such as the Laplacian of Gaussian (LoG), or its faster approximation,
the Difference of Gaussians (DoG) kernel [124]. Other filter-based detectors have
been proposed by [14, 130]. Another method for detecting features is to identify
13
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(a) Moravec [144]

(b) Shi-Tomasi [183]

(c) FAST [167]

Figure 1.5 – Traditional concepts for feature detection. In his 1980 thesis “Obstacle Avoidance
and Navigation in the Real World by a Seeing Robot Rover”, Moravec proposed an “interest
operator” which checks whether an image region looks different when shifted sideways and
diagonally. The more it does, the more interesting the center point is considered. Harris and
Shi-Tomasi proposed an efficient approximation to this check, the figure shows an example
image response. FAST proposes to instead only consider the pixels in a circle around the point
and to use arc lengths of consistent intensity to explicitly distinguish points on corners, edges,
or homogeneous surfaces.

image regions that explicitly resemble a known type of distinctive points, such as
corners. Efficient ways to do this have been proposed by [81, 187, 200] and have
found widespread popularity with [167] due to its highly efficient implementation.
Technically, convolution-based methods also respond to specific patterns in the image.
However, the explicit methods attempt to achieve detection in a computationally less
expensive way than with convolution and non-maxima-suppression, see Figure 1.5c.
Similarly to feature description, an important problem in feature detection is ensuring
that the detection is independent of geometric transformations. Scale invariance can
be achieved using multi-scale detection [135], while rotational invariance is part of the
design in several of the aforementioned detectors.

Learning-Based Feature Detection With the recent popularity of convolutional neural
networks (CNNs), CNNs have also been considered for feature detection. They are
particularly well-suited for this, as a per-pixel interest score as shown on the top of
Figure 1.6 can be directly calculated with a series of convolutional layers. LIFT [216] was
the first to exploit CNNs for several components of feature detection and description.
It uses a separate network for detection, orientation estimation, and description of
features. This work is trained on patches provided by an SfM algorithm executed a
priori. Lenc and Vedaldi [116] train a feature detector using a “covariance constraint”,
which trains the response of a network to be invariant to viewpoint changes. Savinov
et al. [175] generalize this constraint to enforce a consistent ranking of responses of
corresponding points between viewpoints. Superpoint [52] proposes a sophisticated
training method that involves first fitting a network to detect labeled corners in a
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Figure 1.6 – Superpoint [52] (image source), and several other CNN-based integrated feature
extractors share parts of the initial CNN layers for both detection and description.

synthetic dataset, and later to train invariance on real images by warping real images.
In contrast to previous work, the detector and descriptor are trained jointly. Similarly,
LF-Net [155] is trained on the full point correspondence algorithm. The loss acting on
the LF-Net detector is similar to the covariance constraint of [116], augmented with
a heuristic to favor responses that resemble narrow Gaussian kernels. See [115] for a
recent comparison of several feature detection methods.

Traditional Feature Description One could naively use the image patch surrounding
a feature detection as a descriptor, but this is fragile to slight changes in illumination
and viewpoint. To work for visual odometry and localization, descriptors need to be
invariant to some amount of illumination and viewpoint change, yet still distinctive
enough to differtiate between the different features extracted in one image. A popular
class of traditional descriptors is histograms of gradients (HoG) [124] as shown in
Figure 1.7a. Another example is binary descriptors, which are particularly efficient to
calculate [27, 117, 170], and thus particularly popular in the robotics community, see
Figure 1.7b.
Most descriptors, however, are still sensitive to large affine transformations such as
changes in scale and orientation. Consequently, modern feature matchers use multiscale detection [117, 135], and orientation estimation [124, 170] as shown in Figure 1.7c.
Using these, the image patches used for descriptor calculation can be normalized
with respect to these geometrical transformations. These normalizations are often also
explicitly modeled in learning-based feature descriptors [155, 216].

Learning-Based Feature Description Similar to feature detection, the recent success
of convolutional neural networks (CNNs), has led the community to revisit traditional
feature description methods. D output channels of a CNN can simply be interpreted
as the coefficients of a D-dimensional descriptor, as shown on the bottom of Figure 1.6.
Alternatively, recent work has shown that these channel outputs can also be interpreted
as a visual word response [184, 197]. Like in place recognition, the CNN can then be
15
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(a) SIFT [124]

(b) BRISK pattern [117]

(c) BRISK normalization

Figure 1.7 – Traditional concepts for feature description. HoG-based descriptors like SIFT
accumulate a histogram of gradient orientations in regions surrounding the interest point.
Binary pattern-based descriptors like BRISK make a binary comparison of intensity between
average values within image regions in a pattern around the interest point. One can imagine
that an appropriately constructed CNN should be able to generalize both of these approaches.
To be invariant to geometric changes, most traditional and many learned descriptors rely on an
explicit scale and rotation (and sometimes affine) normalization. (c) shows scale and orientation
detections of BRISK.

trained using metric learning, ensuring that image patches showing the same point
seen from different viewpoints result in similar descriptors [82, 101, 123, 141, 185, 210,
219].

Integrated detection and description Most features that are known in the community
by their acronyms (such as SIFT [124], ORB [170] or BRISK [117]) usually imply both
a detection and description method, and these methods are usually evaluated jointly
(even though one could often easily combine the detector from one method with the
descriptor from another). Furthermore, when using learned components, it is common
to train both detection and description jointly, often using parts of the overall CNN
architecture for both tasks [52, 56, 155, 216], see Figure 1.6. A recent comparison of
traditional and learned features was provided in [181]. When comparing CNN-based
methods to traditional methods, their results do not yet suggest an absolute superiority
of CNN-based methods.
Feature detection and description is a very active area of research, with many new
publications having appeared since this evaluation, and since the publication of the
results presented in this thesis. Recently, D2-Net [56] and D2D [196] more closely
consider the relation between detector and descriptor. They exploit the fact that with
modern machine learning hardware, densely extracting descriptors for every pixel is
not as prohibitive as it used to be when the detect-then-describe paradigm emerged.
Thus, they densely extract descriptors and derive feature locations using saliency in
the descriptor map. Most recently, [17, 205] have proposed integrated feature detectors
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and descriptors, which, similarly to our contributions in Papers D and E, and [202],
use supervision schemes based on reinforcing the true objective of matching as many
points as possible. Unlike Paper D and [202], they also learn the descriptor.
Unlike the contributions presented in this paper, few works explicitly care about
minimizing the representation size needed for localization. On the contrary, the
community moves towards exploiting as much data as possible to get as detailed scene
reconstructions as possible. The number of features extracted for evaluation by recent
approaches such as [56, 196, 205] is typically between 2K and 20K. Furthermore, direct
and dense methods, which attempt to match as many pixels as possible are recently
gaining in popularity [189, 203], exploiting the high computational power provided by
recent machine learning hardware.

1.3.3

Multi-Agent SLAM

Centralized Multi-Agent SLAM The conceptually simplest way to implement centralized multi-agent SLAM would be by streaming the raw sensor data from each
participating agent to a central entity that would execute an extended version of a
single-agent SLAM algorithm. Doing this, however, would require an unnecessary
amount of bandwidth, as for SLAM, most of the initial sensor data is discarded. Visual SLAM algorithms extract local image features that can be used for both visual
odometry and loop closure detection, and discard the rest of the initial sensor data.
Accordingly, [66] proposed a centralized multi-robot SLAM system where features are
already extracted on the individual robots, as well as an initial guess of the individual
robots’ trajectories. The central entity would then only execute loop closure detection
and map optimization. While this system builds a full map of the environment seen
by all robots, the authors do not consider how the individual robots can make use of
that map. This has more recently been considered by [177, 178], where the authors
proposed to stream back parts of the map to individual robots if map data is already
available at the current locations of the robots. The authors have shown that by doing
this, the individual robots can immediately fuse their individual state estimates with
the pre-existing map to immediately get better state estimates.

Decentralized Multi-Agent SLAM Prior to my thesis, few works have considered
true decentralized visual SLAM. There has been a lot of work on decentralizing what
would be considered the optimization component of SLAM. I will discuss these works
in more detail in Section 1.3.4. Many of them establish loop closure constraints through
direct observations of other agents. Doing this has several inconveniences: firstly,
achieving relative pose estimation through direct observation traditionally requires
an explicit visual design, such as the addition of markers to agents [75, 103]. In the
age of machine learning, this could probably be solved without explicit markers, but
17
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Figure 1.8 – When relying only on direct relative pose estimation, agent A can only establish a
relative pose with agent C. In indirect relative pose estimation through the map, a relative pose
can be established with any agent that observes the same scene as A has seen in the past, such
as B, and with any agent that has observed the scene in which A is currently.

would still require careful training for every new agent with which relative poses
are desired to be established. Secondly, as shown in Figure 1.8, establishing relative
poses only through direct observations severely reduces the likelihood of establishing a
relative pose, as two agents must be in the same place, at the same time. This would
for example be extremely inconvenient in multi-robot exploration, as, without costly
coordination mechanisms, it would cause the robots to do a lot of redundant work.
In any case, using direct relative pose estimation, cannot really be considered full
multi-agent simultaneous localization and mapping, as localization implies the ability to
localize inside the map shared by the agents.
Some works exist which do decentralized loop closure detection using other modalities
than vision. DDF-SAM [46] has been extended to a decentralized SLAM system in [47]
by adding a data association system that matches planar landmark points. This system
has been validated in the real world, but the landmarks consisted of manually placed
poles that were detected by a laser range finder. [114] establishes loop closures by
exchanging and aligning 2D laser scan edges. [32] has been extended to a decentralized
SLAM system in [31] where data association is provided by identification and pose
estimation of commonly observed objects. This approach relies on the existence of
unique, pre-trained objects in the environment.
A first system that could be considered full decentralized visual SLAM has been proposed in [22], but the authors did not undertake efforts to minimize data exchange. In
fact, that system simply relies on exchanging the full maps between robots. Furthermore, it is only evaluated on small trajectories and with only two robots, with images
obtained from a simulated environment.
A decentralized visual SLAM system that came out after the system presented in this
thesis is DOOR-SLAM [112]. The authors focus on resilience to outliers such as due
to perceptual aliasing, incorporate an outlier rejection scheme [131] into decentralized
visual SLAM, and validate their system in the real world. They do not focus as much on
minimizing data exchange, and while a direct comparison to our work is not available,
18
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Figure 1.9 – Separators, in red, as visualized in [32]. They establish relative pose links between
the maps of robot α (in blue) and robot β (green). In decentralized map optimization, only
information pertaining to these separators needs to be exchanged.

it seems clear that their approach requires more data exchange than ours.

1.3.4

Decentralized Map Optimization

While few works have implemented full decentralized SLAM systems, many works
have considered the specific problem on what would be considered the optimization
component of SLAM, that is, exploiting information from other robots to improve
each robots’ state estimate. This work can broadly be divided into work which is
only concerned about the current state estimate of the agents and work which tries to
estimate the full trajectory of all robots, which is closer to SLAM.
Most of the works which only consider the current state estimate are based on bayesian
filters, such as Kalman filters [168], information filters [194] or particle filters [29, 89].
These are however only of limited interest to decentralized SLAM, as SLAM systems
not only need to establish the current pose of all agents, but also a map based on the
full trajectory.
Works that aim to estimate the full trajectories are more often based on optimization
algorithms [5, 46, 68, 106, 150]. The core principle behind data-efficient decentralized
trajectory estimation is that agents do not exchange their full trajectory estimates
with other robots. Instead, each robot optimizes its own trajectory with additional
constraints that represent an interface to other robots’ trajectories. In literature, these
links to the other agents’ maps are called separators, see Figure 1.9. It is then only
information about these separators that are exchanged between the agents. In DDFSAM [45, 46], an approach has been developed where robots use Gaussian elimination
and exchange Gaussian marginals over the separators. While Gaussian elimination has
become a popular approach, it has two major shortcomings. First, the marginals to be
exchanged among the robots are dense, hence the communication cost is quadratic in
the number of separators. This motivated the use of sparsification techniques [158].
Second, Gaussian elimination is performed on a linearized version of the problem,
hence these approaches require good linearization points and complex bookkeeping to
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ensure consistent linearization across the robots [45]. The need for a linearization point
also characterizes gradient-based techniques [106]. An alternative approach to Gaussian
elimination is the Gauss-Seidel approach of Choudhary et al. [32], which requires communication linear in the number of separators. The Distributed Gauss-Seidel approach
only requires the latest estimates for poses involved in inter-robot measurement to be
communicated and therefore does not require consistent linearization and complex
bookkeeping. This approach also avoids information double counting since it does not
communicate marginals. All aforementioned decentralized map optimization methods
are synchronous, meaning that each optimization iteration involves all participating
agents, and the next iteration can only be executed once all agents have exchanged data
in the current iteration. Recently, an asynchronous decentralized optimization method
has been proposed in [195]. This allows natural handling of communication delays,
while performing similarly to synchronous methods.

1.3.5

Navigation in Unoptimized Maps

One of the contributions in my thesis is the questioning whether optimization is
something that is really needed in SLAM. This is driven by the applications for which
SLAM is used: Do they need a consistent map? The idea that this might just not be the
case has been inspired by work that has shown that consistent maps are not needed for
navigation: visual teach and repeat [23, 61, 71].
The naive way of imagining navigation in maps might be that there is a globally
consistent 3D map where a goal is identified. The navigating agent would then know
its initial pose and could then derive a collision-free 3D trajectory to the target from
the high-fidelity 3D map. It would then track that trajectory in 3D space. This naive
way has several disadvantages: most importantly, it is subject to visual odometry drift,
both during map creation as well as during trajectory tracking. Another disadvantage
is that it requires a very accurate volumetric map to plan a collision-free 3D trajectory.
To combat drift, the navigating agent in this naive scenario could constantly re-localize
in the 3D map and update its state estimate, as well as the planned trajectory. The idea
in teach-and-repeat, in contrast, is to suspend the need for a global state estimate in the
navigating agent and to instead rely on constant re-localization. Rather than planning a
collision-free trajectory in a detailed volumetric map, the trajectory is instead planned
in the topological space of previous agent trajectories. Here, the planned trajectory is
only partially constrained by the previous trajectories: robustness to viewpoint changes
of the localization method naturally allows for deviation from old trajectories, and loop
closures within or between the old trajectories allow for taking “shortcuts” [61], see
Figure 1.10.
The most important insight for this thesis, however, is that the map(s) used for teach
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Figure 1.10 – Navigation in an unoptimized map using visual teach and repeat, as proposed
in [61]. Global: given a goal, the robot can plan a route (blue, dashed) along previously
traversed routes (black), using relative pose estimates as shortcuts (violet). Teach and repeat
can be applied along previous routes, skipping across discontinuities as they are encountered
(violet). Local: If a dynamic trajectory needs to be planned ahead, a local, consistent map
can be assembled by using relative poses, including the loop closure relative pose. See
https://www.youtube.com/watch?v=SDemQzTOtZM for the corresponding video.

and repeat do not need to be globally optimized. If a pose inconsistency is encountered
within the planned path, the agent can simply first localize within the map up to that
inconsistency, and then switch to localizing within the other side of the inconsistency,
once the inconsistent edge of the trajectory has been traversed. This holds even when
dynamics need to be considered in path planning, such as for quadrotors. In that case,
a locally consistent trajectory can simply be assembled from relative poses along the
teach-and-repeat path.
The question of how much computation needs to be done by a SLAM system can
be highly application-dependent. Recently, [132] proposed a multi-robot exploration
deployment with a group of tiny flying robots, which does not rely on a metric state
estimate at all, but rather just optical flow for velocity control. Using reactive behaviors
based on four punctual laser rangers for obstacle avoidance and radio frequency
measurements for avoiding other robots, they demonstrate a simplistic search-andrescue scenario where a group of six robots is tasked with discovering survivors in an
unknown environment. Up to a group of ten robots, they show that the more robots
they use, the more area is covered. However, their system is not able to fully cover
the environment, as it does not have any notion of the explored volume. Furthermore,
their exploration does not result in a map that can be subsequently navigated by other
agents. In this thesis, I instead focus on approaches that result in navigable maps, and
the exploration approach I propose in Paper F is capable of determining whether it has
fully covered an unknown environment.
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This chapter summarizes the key contributions of the papers that are reprinted in the
appendix. It further highlights the connections between the individual results and
refers to related work and video contributions.
In total, this research has been published in 5 peer-reviewed conference publications
and 1 journal publication (in the Robotics Automation Letters (RA-L)).
Additionally, these works led to several open-source software repositories:
• SIPs: Succinct Interest Points from Unsupervised Inlierness Probability Learning
• Matching Features without Descriptors: Implicitly Matched Interest Points
• TensorFlow implementation of NetVLAD
• Data-Efficient Decentralized Visual SLAM

2.1

Scalable Decentralized Visual Place Recognition

As mentioned in Section 1.2.1, by virtue of every agent having to query every other
agent for place recognition, the naive bandwidth complexity required for this in a
group of n agents would be O(n2 ) overall, or O(n) per query. In this part of my
thesis, I address this problem of scalability. The solution was inspired by previous,
unrelated work [33, 161], where I have used Distributed Hash Tables (DHTs). DHTs
efficiently implement key-value lookup in a decentralized network [162, 169, 188,
221]. The key feature is that they implicitly distribute data and query load by using
a deterministic hashing function that assigns keys to network peers, which become
responsible for hosting the corresponding value. Thus, at query time, the relevant
peer can be determined without first having to contact a central coordinator, while
at the same time, the load of serving requests is balanced among peers based on the
randomness of the hashing function.
In the following two publications, I have applied this principle to image retrievalbased place recognition by approximating image retrieval using key-value-like queries.
In the first publication, this has been done for the traditional bag-of-visual-words
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(BoW) place recognition approach, while the second publication does the same for
machine-learning-based place descriptors, which have gained popularity during this
thesis.

2.1.1

Paper A: Decentralized Bag-of-Words-Based Visual Place Recognition

(P1) T. Cieslewski and D. Scaramuzza. “Efficient Decentralized Visual Place Recognition Using
a Distributed Inverted Index”. In: IEEE Robot. Autom. Lett. 2.2 (Apr. 2017), pp. 640–647.
doi: 10.1109/LRA.2017.2650153

To achieve efficient retrieval, Bag-of-Visual-Words (BoW) place recognition relies on an
inverted index: for every word in the visual vocabulary (see Section 1.3.1), this index
maintains a list of previously observed images that contain a feature associated with
that word. During a query, every word that occurs in the query image is looked up
in that index, and the resulting information can be used to assess which previously
observed image is most similar to the query image in terms of the word distribution.
Our contribution is to leverage the efficiency of distributed hash tables for image
retrieval by implementing the inverted index in a distributed manner, deterministically
assigning words in the visual vocabulary to the participating agents, see Figure 2.1a. In
our proposed system, the inverted index is queried by sending to each agent a partial
query consisting only of the words that are assigned to that agent. To save bandwidth,
the agents do not respond with the full inverted index data. Instead, they each provide
a best guess based only on the occurrence of the visual words they are responsible
for and send back that best guess along with a confidence score. The querying robot
then derives the overall result from these guesses. While it can occasionally happen
that the accumulation of best guesses based on partial data results in a wrong match
(see Figure 2.1b), we experimentally show that in the majority of cases, it does not.
Compared to the performance that can be achieved with a centralized BoW system, our
method typically achieves 90% of the performance, at worst 80% of the performance
while balancing the bandwidth- and computational load among the peers. These results
hold for group sizes of up to 20 agents, and were evaluated on the KITTI [76] and
Málaga [18] datasets, see Figure 2.2a. At the same time, the amount of data that is sent
between agents is only slightly larger than in a centralized system. More importantly,
the complexity of “data sent per query” with respect to agent count n is almost O(1),
while it would be O(n) for a naively implemented decentralized system, see Figure 2.2b.
This means that the proposed decentralized place recognition approach is far more
scalable to large groups of agents. Unfortunately, due to communication overhead and
the fact that every other agent returns a partial response, the complexity is technically
still O(n).
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Figure 2.1 – (a) Simplified illustration of a query in our decentralized BoW algorithm. Top:
Five visual words ∈ {W0 ..W5 } are encountered at different frequencies in the query image Iq ,
resulting in the BoW query vector ~vq . Each word is deterministically assigned to one of the three
(0)

(1)

(2)

participating agents, ~vq can accordingly be subdivided in three partial vectors ~vq , ~vq , ~vq .
Middle: These vectors are sent as partial queries to the participating agents, and each of them
responds with the best guess of the overall response according to the portion of the inverted
index that it sees. Bottom: Based on the partial responses, the querying agent determines the
most likely true inverted index match, and sends the relative pose estimation query to the
corresponding agent. (b) Partial responses (red crosses – frame with highest partial BoW score
sr ) and ground truth response (blue line) for three different queries in a system with 20 agents.
The colored dots represent the partial BoW scores for every potential match, for the given query,
the color indicating the agent at which that partial score is generated. The querying agent picks
the frame for which the sum of partial BoW scores is highest. In most cases, this corresponds
to the equivalent single-agent BoW solution, but in the bottom case shown here, the partial
responses around the ground truth do not “agree” on a frame, resulting in a false positive
around frame 2100.
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Figure 2.2 – (a) Recall relative to a centralized BoW on the evaluated datasets, for an agent/robot
count up to 20. (b) Bandwidth used per query as a function of group size for centralized BoW
and different versions of decentralized methods. The naive decentralized variants are visibly
O(n), our method is “almost” O(1).

2.1.2

Paper B: Decentralized Embedding-Based Visual Place Recognition

(P2) T. Cieslewski and D. Scaramuzza. “Efficient Decentralized Visual Place Recognition From
Full-Image Descriptors”. In: IEEE Int. Symp. on Multi-Robot and Multi-Agent Sys. (Dec.
2017), pp. 78–82. doi: 10.1109/MRS.2017.8250934

In this work, we respond to the paradigm shift to place recognition based on neuralnetwork produced embeddings [7], and use it as a basis for decentralized place recognition. With this approach, a place recognition query is composed of only a single
D-dimensional vector (128 dimensions or similar). The most important improvement
over the previous paper is that this now allows us to truly achieve a query-size-peragent-count complexity of O(1), as the system only needs to send a single query to a
single agent, rather than multiple partial queries to all other agents.
To leverage the efficiency of distributed hash tables for nearest-neighbor search in
high-dimensional space, we propose to transform it into a key-value-like lookup. This
is achieved by clustering the output space of the neural network as illustrated in
Figure 2.3a, and assigning each cluster to one robot. The proposed system can thus
use any neural network to produce embeddings/descriptors of the observed images.
At query time, each agent can then consult the pre-established clustering to determine
which agent is assigned to the query embedding. The query is then only sent to that
agent, which responds with the nearest neighbor among all previously observed images
within the cluster.
We investigate two shortcomings of our approach: firstly, a difference between the
embedding distribution used for clustering and the distribution encountered during
deployment can result in uneven load balancing as illustrated in Figure 2.3a. We
analyze to which extent this can be addressed by training multiple clusters per agent,
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Figure 2.3 – (a) The clustering of the image descriptor space, illustrated on a projection of the
space onto two dimensions. Note the difference between the training distribution and the
distribution when evaluating on KITTI 00. This results in an uneven load balancing. (b) We
simulate n agents by subdividing a single-agent dataset, here KITTI 00, into n parts. Simulated
place recognition between agents occurs on portions of the trajectory that are observed multiple
times in the single-agent recording.

and randomly assigning them. Secondly, this system does not return the correct nearest
neighbor to a query if that nearest neighbor is in another cluster than the query. We
evaluate our method by simulating n agents on KITTI [76] (see Figure 2.3b) and show
that, as the agent count increases, the performance compared to a centralized system
decreases slightly, remaining mostly above 93% up to 20 agents, see Figure 2.4a. Load
balancing depreciates more strongly, but, as shown in Figure 2.4b can be traded off by
sacrificing performance, using several clusters per robot. For example, using 20 clusters
per robot instead of one reduces average performance from 94% to 84%, but reduces
the load of the busiest agent by half.
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Figure 2.4 – (a) As the number of participating agents increases, the place recognition performance as compared to a single-agent or centralized system decreases and the load balancing
becomes worse. The “worst balance ratio” indicates the factor by which the busiest agent is
busier than it would be with perfectly even load distribution. Points indicate different trials
with different (random) cluster distributions. (b) The load can be better distributed by assigning
k > 1 clusters per agent (x-axis). However, this comes at the cost of further reduction in recall.
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2.2

A Full Decentralized Visual SLAM System

Having proposed scalable methods to do place recognition in a decentralized group
of agents, the next step of this thesis has been to assemble a full decentralized visual
SLAM system. By doing this, two goals were pursued: firstly, to establish a state-of-theart baseline for data-efficient decentralized visual SLAM. And secondly, to identify the
main bottlenecks in the full system, to guide the focus for the rest of the thesis.

2.2.1

Paper C: Data-Efficient Decentralized Visual SLAM

(P3) T. Cieslewski, S. Choudhary, and D. Scaramuzza. “Data-Efficient Decentralized Visual
SLAM”. in: IEEE Int. Conf. Robot. Autom. (ICRA) (2018). doi: 10.1109/ICRA.2018.8461155

This publication was a collaborative effort with Siddharth Choudhary, the author of the
state-of-the-art decentralized trajectory optimization method at the time [32]. It is in
this paper that I first formalized the decentralized SLAM system composition described
in Section 1.1.3 and shown in Figure 1.2. We used the visual odometry and map data
structure from ORB-SLAM [148]. To transform ORB-SLAM into a decentralized SLAM
system, we had to transform the following three components into decentrally executed
components: firstly, we replaced the binary BoW implementation [73] used in ORBSLAM with the CNN-based NetVLAD [7]. This allowed us to use the highly scalable
embedding-based decentralized visual place recognition system from Paper B. Secondly,
for relative pose estimation between maps of two agents, we mostly use the localization
implementation of ORB-SLAM unaltered. The data that needs to be sent from one agent
to the other here is the set of features extracted in the query image. To save bandwidth,
we have evaluated using the method of [192], wherein feature descriptors are replaced
with their associated visual word identifier. Finally, we have replaced ORB-SLAM’s
map optimization method with Siddharth’s decentralized trajectory optimization [32].
Additionally, we have proposed a way to reduce data exchange in the overall system:
assuming that the VO is locally consistent, we have proposed to skip relative pose
estimations between the maps of two different robots unless a certain distance lies
between them: If agent A has found a relative pose constraint to agent B’s map, it
will not attempt to establish another relative pose constraint with B until after it has
traveled a certain “skip-distance”. Figure 2.5 shows the difference between skipping
relative pose estimations between two agents for 64m versus not skipping them at all.
We have thoroughly evaluated this system with a simulated group of 10 agents on
the KITTI dataset. This has allowed us to characterize the accuracy of the resulting
map (Figure 2.6), as well as the trade-off between data exchange and map accuracy,
depending on parameter choices (see Appendix C for more details). The most important
result, however, is the overall data exchange between the agents, shown in Figure 2.7.
Without skipping relative pose estimations, the total amount of data exchanged in the
simulated scenario is 10MB, dominated by decentralized optimization. In contrast, by
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Figure 2.5 – When relying on a good VO, relative pose esimations between two agents can be
skipped for a certain distance without significantly affecting the overall map accuracy. Instances
of relative pose estimation are shown as black diamonds, the ground truth trajectory is dashed.
The different colors indicate the simulated trajectories of the agents simulated from the singleagent dataset KITTI 00. Note that skipping is only done for pose estimations between the same
two agents: The distance between pose estimations seen from a single agent can be shorter if
each of them links to a different agent’s map.
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Figure 2.6 – (a) Average Trajectory Error (ATE) and size of the connected components (CC),
that is, the different disconnected parts of the map, over time. There is one line for each CC,
by the end, all map data is merged into a single CC. A small error in a relative pose estimate
between agent trajectories can result in a large ATE, as two components get connected at the
wrong “angle”, see (b) (same visualization as Figure 2.5 – note that some subtrajectories, like
the green one, are not yet linked and are thus still plotted at the origin). This error can only be
corrected by optimization once additional constraints between the individual agents’ maps are
added.

30

2.3. Compact Representations for Relative Pose Estimation
Total data transmission

Total data transmission
1

DOpt
DVPR
RelPose
VO end time

6
4

total transmitted [MB]

total transmitted [MB]

8

2
0
0

20

40

60

80

DOpt
DVPR
RelPose
VO end time

0.5

0
0

20

40

60

time [s]

time [s]

(a) Skipping 0m

(b) Skipping 64m

80
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Figure 2.8 – Decentralized optimization failure case on the MIT Stata dataset. Ground truth
and estimates shown before and after performing the optimization that incorporates the final
loop closure (black line). Instead of evenly deforming the affected subtrajectories, the brunt of
the deformation is absorbed by the blue subtrajectory from which the loop closure to the red
trajectory has been observed.

using a skip-distance of as much as 64m, the overall bandwidth use is reduced to 2MB,
now dominated by relative pose estimation, without loss in overall map accuracy.
Finally, we have found a failure case of decentralized trajectory optimization when
evaluating on the MIT Stata dataset [62], see Figure 2.8.

2.3

Compact Representations for Relative Pose Estimation

The results from implementing a full decentralized visual SLAM system led me to the
following conclusions when it comes to deciding the subsequent research path: first of
all, the main consumers of bandwidth are relative pose estimation, and, depending on
the choice of skip-distance, decentralized optimization. While with a large skip-distance,
place recognition becomes a large contributor to data exchange, note that the data
exchange of place recognition is not dependent upon the robot’s trajectories (it needs
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to be executed anyway), while the data exchange of both relative pose estimation and
optimization are – the more overlap between robot trajectories, the more data will be
exchanged. Considering that in the situation simulated in Paper C, most agents spend
most of their time in unique locations not seen by any other robot, one could easily
conceive that in many realistic multi-agent scenarios, such as multi-player augmented
reality games or multi-robot exploration, there would be more overlap between the
agents’ trajectories. Besides, in that paper, I have already reduced the place recognition
bandwidth tenfold with the contributions of Paper B. This leaves map optimization
and relative pose estimation as the main bottlenecks to achieving more data-efficient
decentralized visual SLAM.
Among those two, I decided to focus on relative pose estimation, as, based on my
literature review, optimization seemed to be an already quite well-explored area of
research. More importantly, however, based on some familiarity with teach-and-repeat,
I began developing the notion that using map optimization to build a globally consistent
3D map might just not be that necessary in many applications where multi-agent visual
SLAM would be used (see Section 1.3.5). This notion is further developed in Section 2.4.
For relative pose estimation then, according to the standard approach, the minimal data
to be exchanged consists of a set of visual features, as those are needed for the 2D-3D
matching used in Perspective-n-Point algorithms. One might envision a model-free
machine-learning architecture where one network converts images and/or 3D scenes
into some compact embedding that is later used by another network that combines
two embeddings to return the relative pose between the original images. Intuitively,
however, it is not clear to me that such an approach would be able to generalize to
arbitrary environments, nor that it would be able to converge in the first place. Maybe
as an indication, previous work where machine learning is used for pose estimation
in a model-free manner is (by design) severely limited in that it cannot generalize its
pose estimation ability beyond the dataset on which it is trained [102, 174]. Maybe this
will one day prove to be better, but for now, I have decided to rely on the domain- and
geometrical knowledge implied in using feature points.
The minimal amount of data that needs to be exchanged for relative pose estimation
using features, using a standard approach, is:

dRPE = n · (3B + dDesc. ),

(2.1)

where n is the number of features used for relative pose estimation and dRPE the
number of bytes needed to represent a descriptor of the chosen feature. The feature
pixel coordinates are also needed, and I assume that one would do that with 3 bytes,
which allows expressing them with a resolution of 4096 × 4096 – presumably, using
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two bytes for 256 × 256 would also work. In the system developed in Paper C, the
amount n of ORB features was around 500. The size of the ORB descriptor is 32 bytes,
resulting in dRPE = 17.5kB.
When replacing descriptors with word indices as proposed by [192], this can be reduced
to 2.5kB: Per default, the used vocabulary has one million words, but it uses hierarchical
clustering of 6 layers with 10 clusters each. In Paper C, we found the third-lowest layer
of that hierarchical clustering is sufficient for good feature matching, meaning that two
bytes suffice to identify among the 100 000 visual word clusters at that level.
So, to further decrease the amount of data for relative pose estimation formulated in
(2.1), one can reduce either n or dDesc. . In Section 2.3.1 and Paper D, I have worked on
reducing n. In Section 2.3.2 and Paper E, I have proposed a method by which sets of
implicitly matched features are extracted, thus reducing dDesc. to zero.

2.3.1

Paper D: Detecting a Succinct Set of Features

(P4) T. Cieslewski, K. G. Derpanis, and D. Scaramuzza. “SIPs: Succinct Interest Points
from Unsupervised Inlierness Probability Learning”. In: 3D Vision (3DV) (2019). doi:
10.1109/3DV.2019.00072

Between being extracted and being a set of proper inliers that can be used for relative
pose estimation, feature sets usually undergo a series of reductions in their amount.
When building a map, only a subset of the initially extracted features can be properly
tracked across several frames, and only a subset of those can be confidently triangulated.
When attempting to localize, only a subset of the initially extracted features can be
matched to features in the map, and only a subset of those will be correct matches, and
thus for example result in RANSAC inliers. In relative pose estimation algorithms, one
can typically choose, as a parameter, the number of inliers k below which a relative
pose estimate is rejected as wrong, or too uncertain. The theoretical minimum using
P3P is four (three to obtain two P3P hypotheses and one to determine the right one),
but the presence of repetitive features and uncertainty in the feature locations suggest
to base relative pose estimates on more inliers in practice. Without having considered
representation size constraints, ORB-SLAM requires a minimum of k = 20. In our
work, and with our datasets, we have empirically found that k = 10 represents a good
trade-off between pose estimate quality and representation size requirements.
In order to send the minimum amount of features n, then, it would be ideal to only
send inliers. This, of course, is not realistic – a very salient feature could be close
to the edge on one image, but not be present on the other image due to an ever so
slight change in viewpoint. Still, considering that k = 10 is enough inliers, it is easy to
imagine that the n ∈ [500, 2000] or more that one typically encounters in literature is
far more than necessary.
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(a)

(b)

Figure 2.9 – (a) Input and output of our proposed feature detection network for two images
observing the same scene. Green circles indicate the selected interest points, their thickness
indicates their score. (b) A close-up shows that our method results in very well-localized
features – an explicit loss for this, as proposed in some of the related work, is not required.

If one would treat a map with triangulated visual features such as SIFT or ORB as
given, one can use heuristics based on feature tracking and triangulation characteristics
to remove feature points that are likely not going to result in inliers [28, 120, 157, 204]
(in my prior affiliation, I have co-authored one such work, [57]). The problem with
this, however, is that it cannot be used for localization with a given image instantly, but
first needs to wait for information on these characteristics to accumulate. It has thus
previously been proposed to learn classifiers to distinguish good from bad pre-extracted
features [58, 86, 217]. In this work, we propose to simplify the system even further and
to directly train a feature detector that only extracts features that will likely be inliers.
While one can come up with theoretical properties that determine whether a 2D feature
will be “good” (see the literature review on traditional detectors in Section 1.3.2), there
is always the danger that an image location looks good, but is not really, for example
due to occlusions or reflections [51, 58]. A good avenue, then, is to additionally rely on
learned heuristics.
Like most related works, we propose to train a pure convolutional neural network
(CNN) which implicitly selects features by predicting a per-pixel score, see Figure 2.9.
Feature points are selected from that score map using non-maxima suppression. One
of our contributions is that we propose to train that network to predict, from the image
patch implicit in a pixel’s receptive field, the probability that that pixel will result in an
inlier (“inlierness probability”). This is done by applying the feature selection derived
from the network (bootstrapped with random weights) to relative pose estimation, and
then directly using the fact whether features result in inliers or outliers for training.Note
that this training task is strictly speaking ill-posed and has a recursive component:
It is ill-posed because whether a point will be an inlier will depend on much more
than just the image patch (such as the number of points extracted, in training we use
n = 500). And it is recursive because if a “good” point does not have a high score, the
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(b) EuRoC

Figure 2.10 – On the two testing sets, we have binned the 50 interest points according to their
interest point score, in our method the same as the predicted “inlierness probability”. If this
prediction were perfect, the fraction of interest points in the bin that are inliers would, at large
numbers, be the same as the predicted score (black diagonal). The actual fraction of inliers per
bin is shown with red steps – the prediction is quite accurate on EuRoC, less so on KITTI. The
cardinality of the bins is shown with the blue stem plot.

training procedure will never pick up on its goodness, as it might never be selected to
be a feature point. However, we have found the proposed method to work well, even
making decent predictions of inlierness probability on the testing set, see Figure 2.10.
To measure progress towards our goal, we have proposed a new metric for feature
detectors which we call k-succinctness. It measures the distribution of how many points
need to be extracted to achieve k inliers. Previous metrics for feature detection have
been repeatability (detection independent of matching) and matching score (detection +
matching), but neither of them directly captures what we are looking for. Both of them
are typically evaluated at a fixed number of feature points, and they would return a
distribution of k as a result – we instead want to invert this to see how many points are
needed (distribution) to get k inliers (fixed). Since trying to plot a distribution from
samples is ill-posed, we instead look at the cumulative distribution, see Figure 2.11a. On
the KITTI [76] and Euroc [24] datasets, we show that the proposed network performs
particularly well in terms of k-succinctness when compared to other state-of-the-art
feature detectors. Figure 2.11 shows the results for the KITTI dataset. On the evaluated
image pairs taken from KITTI and EuRoC, a relative pose estimation success rate of
80% can be achieved with as little as n = 50, and > 90% with n = 100. Compared with
a more standard n = 500, this results in a 10× bandwidth savings – this comes at a
reduced recall, but in Paper C, we have seen with the skip-distance that in SLAM, a
high density of relative pose constraints is not crucial.

2.3.2

Paper E: Descriptorless, Implicitly Matched Features

(P5) T. Cieslewski, M. Bloesch, and D. Scaramuzza. “Matching Features without Descriptors:
Implicitly Matched Interest Points”. In: British Mach. Vis. Conf. (BMVC). 2019
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Figure 2.11 – (a) 10-succinctness plot for the KITTI testing dataset: how many features need
to be extracted to achieve 10 inliers. For any (low) amount of extracted interest points, our
method has the highest success rate in having 10 inliers or more. (b) shows the cumulative
distribution of rotation and translation errors in relative pose estimation when extracting 50
features. The distribution is only shown for image pairs with 10 or more inliers. Consequently,
the highest fraction of pairs with lower error is the same as the success rate at n = 50 in (a).

Between two images, features are usually matched through their descriptors. In this
work, we have proposed an alternative approach, thanks to which it is not necessary to
extract and exchange descriptors anymore. This is achieved with a CNN with n (for
example128) output channels, where each channel picks a single, “favourite” point from
within the input image, see Figure 2.12. This CNN is trained in such a way that, ideally,
for two different images of the same scene, each channel will pick corresponding points
in both images. This corresponds to the idea that CNN channels can be interpreted
as visual word responses [184, 197]. The authors of [197] have exploited this idea
only for image retrieval, consider the maximum response in the image or a subregion,
whereas my work is interested in the particular location of this maximum response.
Concurrently to my work, [184] use this idea for deep spatial matching, but they extract
and match several regions for each channel. This gives an implicit matching of features
between both images – the points selected by the same channel in each image. As
a consequence, for relative pose estimation queries, it is not necessary anymore to
transmit feature descriptors, only the well-ordered set of point coordinates selected by
the output channels.
Similarly to Paper D, we have trained this network using a loss which reinforces the
score of pixels that result in inliers and suppresses scores of pixels resulting in outliers.
Additionally, we have added a loss which ensures that different channels do not pick
the same “favourite” points. Unlike in Paper D, these two losses were not sufficient to
result in convergence. To address that, we added a third loss which reinforces the true
point correspondences of the points selected by a channel, if it does not pick the same
point in both images of a training pair.
We have verified that also using this feature matching approach, 10 is a sufficient inlier
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Figure 2.12 – Input and output of our implicitly matched feature detection network for the same
image pair as in Figure 2.9. This is the output with 128 output channels, circles indicate points
selected by the channels, hue stands for channel identity. Additionally, the hue of each pixel
indicates which channel has the highest response at that pixel. Brightness indicates the strength
of the response. Lines connect inlier matches that can be used for relative pose estimation
between the two images.

count to get good relative poses, see Figure 2.13a. On image pairs from the Euroc
and KITTI datasets (see Figure 2.13b), relative pose estimation using our approach
yields results comparable to conventional features, while requiring several orders of
magnitude less representation size, as shown in Figure 2.14.
To summarize, starting from 17.5kB of representation size with ORB-SLAM, I have
gotten down to 384 bytes with this work, or even 256 bytes, if a resolution of 256 × 256
is sufficient for relative pose estimation.

2.4

SLAM Without Optimization

In the previous sections, I have established three data-exchanging components of
decentralized visual SLAM and developed methods to minimize data exchange for two
of them, place recognition and relative pose estimation. In this section, I consider the
third component, decentralized map optimization. However, rather than attempting
to beat the state-of-the-art in terms of data-efficient decentralized map optimization, I
decided to take a step back and question whether map optimization is even a problem
worth solving. With teach-and-repeat [61, 71], it has already been shown that consistent
maps are not necessary for navigation, see the discussion in Section 1.3.5.
The goal of this part of the thesis has been to show that more applications of SLAM
than just navigation do not need a globally consistent map. Certainly, we might not
get around the need for as good a local accuracy as possible for some applications.
For example, any augmented reality application where objects need to be rendered
or accurately localized at a large distance that exceeds the immediately observable
environment (for example, a shooter game) will require as good a long-range relative
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Figure 2.14 – Accuracy versus representation size for different configurations of our method
(64, 128, 256 output channels) and baselines. Note the logarithmic x-axis.
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pose estimate as possible. While global consistency as achieved through optimization
is no guarantee for a perfect long-range pose estimate, it certainly helps in reducing
the error.
However, I doubt that decentralized visual SLAM would be used for such applications
anyway. I believe that for most applications that require localization, we will have
curated, GPS- or otherwise anchored maps that will be optimized in large data centers
that are not subject to significant communication constraints. The main application for
decentralized visual SLAM will be rapid-response scenarios in unknown environments,
such as military or search-and-rescue missions, or the initial map data collection for
the subsequent creation of curated maps. I envision an in-situ robot group deployment
with limited bandwidth after which the robots return “home” and their data is collected
to build a curated map offline. Decentralized SLAM, then, would form the backbone
for spatial coordination between the robots in such deployments. For many of the
aforementioned in-situ applications, exploration is essential. In particular, the key
ability provided by exploration is to determine whether an unknown environment has
been fully covered, and if not, how to move in the environment to find previously
unseen places. State-of-the-art approaches to exploration assume a globally consistent
and accurate map. In the final part of this thesis, I contribute a novel representation for
exploration, which, in contrast, can deal with state estimate drift and does not require
map optimization to work.

2.4.1

Paper F: Exploration Using an Unoptimized State Estimate

(P6) T. Cieslewski, A. Ziegler, and D. Scaramuzza. “Exploration Without Global Consistency
Using Local Volume Consolidation”. In: Proc. Int. Symp. Robot. Research (ISRR) (2019)

In exploration, the goal is to build a map of an unknown environment. To achieve
this, an exploration algorithm needs a representation that tells it whether it has fully
covered an environment, and if not, where in the environment there is potential for
further exploration. Typically, this representation consists of a volume representing the
known free space, which is bounded either by obstacles or by the interface to unknown
space – so-called frontiers, see Figure 2.15. Then, the algorithm knows that exploration
is not yet complete if there are still frontiers left in the map, and the location of them
indicates where to move to do further exploration.
Most state-of-the-art exploration algorithms use map representations that either require
a drift-free state estimate to function properly [154, 211, 212], or they rely on map
optimization [140], as they are not designed to deal with a globally inconsistent map.
In this work, we have presented a 2D representation for exploration that is robust to
drift. An extension to 3D is still in preparation at the time of the writing of this thesis,
having already been verified in simulation, see Figure 2.19. Conceptually, both the 2D
and the 3D method work in the same way, so the description that follows holds for
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(a)

(b)

(c)

Figure 2.15 – Free volume, obstacles and frontiers, illustrated on a single depth measurement
for both 2D and 3D. (a) 2D case: the black circle is a robot with a depth sensor. The rays of that
depth sensor are shown in gray. The volume spanned by them is considered to be free. The
rays either hit an obstacle, resulting in an obstacle surface bounding the free volume (red), or
reach the maximum range, resulting in a frontier surface (blue). Additional frontier surfaces
can be found on the sides of the field of view and at occlusions. (b) 3D case: a depth image
with occlusions highlighted in red, the corresponding obstacle- and frontier-bounded volume is
shown in (c). The shown 3D representation does not represent the state of the art, it is rather
already part of my planned contribution. The state of the art relies mostly on volumetric grids
with voxels labeled as free space, obstacles, and frontiers.

both.
Rather than a global volumetric map, our representation for exploration uses local
metric volumes which are derived from individual depth measurements as shown in
Figure 2.15. These volumes are referenced to poses on the robot’s trajectory, and this
trajectory estimate does not need to be globally consistent.
In traditional, volumetric approaches, all depth measurements would be fused in a
global, metric map (some previous approaches exist which use submaps [140, 179], but
the individual submaps are still plagued by the same problems as a global map). The
fusion of two depth measurements can be thought of as the overlapping of two volumes
as shown in Figure 2.15: all frontiers of one volume that fall within the inside of the
other volume are removed, as they no longer represent the interface to unknown space.
The problem of this global fusion is that it results in errors if two depth measurements
are incorrectly aligned, which can easily be caused by drift. In our approach, instead,
each local volume individually tracks its frontiers. Then, rather than fusing volumetric
information of all volumes to remove frontiers, any local volume only fuses with
topologically nearby volumes, see Figure 2.16. As a consequence, if volume B is falsely
estimated to be close to volume A, even though in reality it is far away, both A and B
will not wrongly eliminate each other’s frontiers. The approach relies on loop closure
detection to topologically connect volumes that are actually nearby (even if the global
estimate of them is far away). Rather than using the global estimate’s position for
frontier removal, this is done using a locally consistent assembly derived from local
relative transformations.
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Figure 2.16 – Local volume fusion/consolidation in our approach: (a) Shortly before loop
closure detection, the volume resulting from the current depth measurement (orange rays)
is only consolidated with other recent volumes (green polygons on the right). (b) Once the
loop closure is detected, volumes from the beginning of the trajectory (red polygons) become
topologically close to the current depth measurement. For fusion, they are transformed into the
local frame of the current measurement, according to the relative pose transformations on the
shortest path from the current measurement.
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Figure 2.17 – Expected distance until discovery dexp (average distance traveled before a given
voxel has been discovered) and full distance until the last voxel has been explored dmax , with
different drift/noise intensity, on different maps (see Appendix F). Additionally, final coverage
for the evaluated approaches is shown. While our approach takes longer to complete, it
manages to fully cover the environment, unlike the traditional approaches(see Figure 2.18).

We demonstrate our representation with a frontier-based exploration approach, evaluate
it under different conditions (including a real-world experiment) and compare it with
a commonly-used grid-based representation. As can be seen in Figure 2.17 using
the proposed representation allows full coverage of space even for very large drift
in the state estimate, only at the cost of somewhat longer exploration time. More
importantly, in 2D exploration, we found a situation where a traditional approach fails
to completely explore the environment, while our approach succeeds, see Figure 2.18.
I am currently working on the publication of an extension of this approach to 3D, see
Figure 2.19.
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Figure 2.18 – A failure case of grid-based exploration which does not affect our proposed
representation. (a) Due to drift in the state estimate, the estimated trajectory folds upon itself
and prevents the grid-based representation from exploring the top half of the map, as it thinks
there are no frontiers left. (b) Since our approach does not fuse volumes without explicit
topological proximity (due to odometry or place recognition), it is not affected by this failure
case.

(a)

(b)

Figure 2.19 – Visualizations showing the working planned extension to 3D. (a) The environment,
fully explored with a traditional, grid-based approach. The black line shows the trajectory
of the agent. A constant and increasingly complex map optimization effort was required to
combat the drift of the state estimate when building this map. (b) The same environment, fully
explored with our representation. It might not look user-friendly to humans, but, using visual
teach-and-repeat (which is anyways the superior approach to navigation, see Section 1.3.5),
it is just as easy to navigate for robots as the grid-based map. More importantly, no map
optimization was needed to fully explore and map the environment using our representation.
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2.5

Unrelated Contributions

In this section, I briefly describe additional publications I contributed to during my
PhD, even if they did not directly contribute to this thesis.
[75]
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J. Delmerico, T. Cieslewski, H. Rebecq, M. Faessler, and D. Scaramuzza. “Are We Ready
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[65]

P. Foehn, D. Brescianini, E. Kaufmann, T. Cieslewski, M. Gehrig, M. Muglikar, and D.
Scaramuzza. “AlphaPilot: Autonomous Drone Racing”. In: Robotics: Science and Systems
(RSS). July 2020. doi: 10.15607/RSS.2020.XVI.081

[153] A. Oertel, T. Cieslewski, and D. Scaramuzza. “Augmenting Visual Place Recognition
With Structural Cues”. In: IEEE Robot. Autom. Lett. 5.4 (2020), pp. 5534–5541. doi:
10.1109/LRA.2020.3009077

Team efforts [49, 65, 75, 143] can best be described as “team efforts”, where I contributed to efforts mainly managed by other people. In [75], we implemented a pair
of quadrotors that collaboratively carried an elongated object. We called it “collaboration without communication”, because the robots collaborate without communicating
through data channels. Instead, there is a master and a slave, and the slave “follows”
the master in the plane using force inputs, and in altitude and yaw by tracking a
QR code attached to the back of the master. This somewhat relates to the thesis in
that it shows an example of collaboration without the need for decentralized SLAM.
However, it is a very restricted and niche application – the robots would not be able
to coordinate, neither before nor after grabbing the object. In [49], I helped with the
creation of an aggressive flight dataset for the evaluation of Visual- Inertial- Odometry
(VIO) algorithms. After the publication of the dataset, I hosted several competitions
and supervised the development of an automatic evaluation website which is now
accessible at http://fpv.ifi.uzh.ch. Finally, [65, 143] are publications that resulted from
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our lab’s participation in autonomous drone racing competitions, where I also took
part in the efforts. We ranked second both times.

Structure-based place recognition [153, 215] are works developed in a side research
project of mine, structure-based place recognition. This project started with my work
at ETH Zurich before my PhD [40]. It was inspired by the observation that the 3D
structure output by visual odometry, even if sparse, still looks recognizable – so why
not use it for place recognition, rather than (just) images? In [215], we extended [40] by
switching from a handcrafted to a learning-based approach, using 3D convolutional
neural networks, outperforming [40], but receiving mixed results when it comes to
the comparison between image-based and structure-based place recognition. Thus,
in [153], we proposed a network that combines both visual and structural information,
outperforming both of them and several state-of-the-art place recognition methods.
Both papers were developed as master theses that I directly supervised.

Exploration Finally, [37] was another master thesis I supervised, by Elia, who later
joined our group as a PhD and became a dear friend. We developed an exploration
policy that considers the fact that changing direction at high-speed quadrotor flight
is costly. We then showed that the policy that we proposed is significantly faster
than previous state-of-the-art exploration policies. This project had some influence on
my thesis, as it exposed me to the exploration literature, as well as shortcomings of
traditional exploration representations. The work contained the exploration of several
real-world scenarios, also using a state estimate that is subject to drift. While sufficient
for the experiments in that work, this resulted in visible errors in the volumetric map
and occasional failure cases.
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In this thesis, I have developed the first truly data-efficient decentralized visual SLAM
system. I have furthermore developed new methods for the loop closure- related, data
exchanging part of decentralized visual SLAM, reducing data exchange by orders of
magnitude. These new methods are not restricted in their viability to decentralized
visual SLAM, but could also help make distributed localization systems more scalable.
Finally, I have made the argument that map optimization is often not necessary for
decentralized SLAM, and have added exploration to the list of SLAM applications that
do not require global consistency in the map.
During this work, I have encountered several ideas for future work, both in extensions
or alternative approaches to the proposed methods, as well as in further development
of applications that make use of decentralized visual SLAM.

Better Implicitly Matched Features Since the Implicitly Matched Features that we
have proposed in Paper E are a fundamentally new approach to feature extraction
and matching, I believe that we have barely scratched the surface of what is possible
with this approach. Besides warranting further exploration in training methodology, it
would be interesting to better investigate invariances, such as robustness to viewpoint
and lighting change. Furthermore, our approach has been to train a monolithic network
from scratch. As a consequence, our network needs to learn not just the ability to
pick good “favourite” points, but also everything else that is needed from a feature
detector and descriptor, such as distinctiveness, repeatability, and several invariances. It
could hence be interesting to instead compose the network of two parts, one for feature
extraction and description, and one for point-picking. Then, the feature extraction and
description part could be initialized with, or even fixed to, existing methods, such that
the desired properties of this module do not become another training objective for the
network, potentially distracting it from better solutions for the point picking task.

Revisiting and Benchmarking Decentralized Map Optimization Like several before
me, I have made the argument that map optimization is not actually necessary for
45

Chapter 3. Future Directions
many applications of SLAM. This is important to remember, as often, SLAM, when
evaluated as a module, is assessed by its ability to achieve globally accurate maps –
which does not necessarily best reflect its true utility in many applications. However,
there still are applications where map optimization is useful. I have developed some
intuitive ideas for how to do decentralized map optimization myself, and the decision
to not delve into decentralized map optimization has not just been because I saw the
limits in its utility for many applications, but it has also been in part strategic. Many
approaches have already been proposed. One of the problems when reviewing them is
that it is hard to assess which of them is the best, as each approach evaluates on its
own dataset, and there is often even no common metric between the evaluations. So I
believe that the map optimization literature would benefit from a proper benchmark
of decentralized map optimization approaches. I believe that this would significantly
improve the finding of and confidence in the right approach for a given application,
and it could greatly facilitate further development.

Data-efficient Visual Teach and Repeat The contributions of this thesis have been
focused on decentralized visual SLAM. At the same time, I have considered applications
of it and identified navigation as an important application of a SLAM system. As
elaborated in Section 1.3.5 and elsewhere, visual teach and repeat is a very powerful
solution to navigation in visual maps. This is particularly important when combined
with a decentralized visual SLAM system, to avoid additional data exchange due to
optimization. The obvious next question is: what about data exchange needed for teach
and repeat? In order to navigate from point A to point B – points potentially seen by
two different, far-away agents – the agent group would first need to collaboratively
establish a path between these points – ideally the shortest one. Then, the agent that
plans to undertake that journey would need to gather the necessary map data from the
other agents. To the best of my knowledge, a decentralized implementation of this is
yet to be proposed, but it is also easy to envision methods to additionally reduce data
exchange, such as methods to reduce the exchanged maps to a necessary minimum.

Data-efficient Multi-robot Exploration In this thesis, I have proposed a representation for exploration that allows it to be performed with unoptimized maps. However,
this representation remains to be used in a multi-robot setting. It seems conceptually
obvious that this method would work just as well with multiple exploring agents: much
like SLAM itself, the only conceptual change is that loop closure detections can also
happen between, not just within agent trajectories. The fusion of volume information,
then, simply needs to happen across agent boundaries. The question, however, is
how much data exchange this requires, and how it might compare to data exchange
that would be used in alternative methods, potentially also taking optimization data
exchange into account. This could involve further refining the proposed representation
to make it more compressible. Besides consolidating volumes with other agents, agents
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also need to coordinate where to move next: while each robot could potentially only
navigate towards its own frontiers, it might be more efficient to instead move to frontiers
discovered by other robots. Some work on task allocation in multi-robot exploration,
based on global metric representations, already exists. It would be interesting to see
how these methods would transfer to our topological representation.
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A Efficient Decentralized Visual Place
Recognition Using a Distributed
Inverted Index
Reprinted, with permission, from:

T. Cieslewski and D. Scaramuzza. “Efficient Decentralized Visual Place Recognition
Using a Distributed Inverted Index”. In: IEEE Robot. Autom. Lett. 2.2 (Apr. 2017),
pp. 640–647. doi: 10.1109/LRA.2017.2650153
Note: Figure A.2b has been modified by adding a red line that indicates the false
positive in the third case.
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Efficient Decentralized Visual Place
Recognition
Using a Distributed Inverted Index
Titus Cieslewski and Davide Scaramuzza

Abstract — State-of-the-art systems that do place recognition in a
group of n robots either rely on a centralized solution, where each
robot’s map is sent to a central server, or a decentralized solution,
where the map is either sent to all other robots, or robots within
a communication range. Both approaches have their drawbacks:
centralized systems rely on a central entity which handles all the
computational load and cannot be deployed in large, remote areas;
decentralized systems either exchange n times more data or preclude
matches between robots that visit the same place at different times
while never being close enough to communicate directly. We propose
a novel decentralized approach which requires a similar amount
of data exchange as a centralized system, without precluding any
matches. The core idea is that the candidate selection in visual bagof-words can be distributed by pre-assigning words of the vocabulary
to different robots. The result of this candidate selection is then used
to choose a single robot to which the full query is sent. We validate
our approach on real data and discuss its merit in different network
models. To the best of our knowledge, this is the first work to use a
distributed inverted index in multi-robot place recognition.
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A.1

Introduction

Many robotic applications can benefit from parallel deployment of multiple robots. In
a search and rescue mission for example, the search area can be subdivided, so that
each robot has less space to cover, resulting in quicker task completion. In order for
the robots to efficiently collaborate, they need to know where they are with respect to
each other and to the search area. In unstructured, GPS-denied environments, a robust
way to achieve this is to have each robot create a map of the environment and then let
it localize itself in the maps created by other robots. In such a scenario, if two robots
A and B want to find out their relative poses, robot A can send its map data M A to
robot B (or vice versa). Robot B can then perform place recognition between M A and
MB . When extending this problem to n > 2 robots, roboticists typically use one of the
following approaches:
Centralized: Each robot sends its map to a central server, which performs all place
recognition computations[48, 66, 72, 146, 164].
Decentralized, query all: Each robot sends its map to every other robot. Then, each
robot can run place recognition between its own map and the maps of all other robots
[93].
Decentralized, query in range: Same, but maps are only shared with robots in a
certain communication range [45, 69, 142].
In this paper we show that, in terms of the amount of data exchanged as a function of
robot count, current decentralized place recognition schemes are less scalable than their
centralized counterparts. We then propose a novel decentralized scheme specifically
designed for feature-based visual approaches, which scales similarly to a centralized
method (see Figure A.1). This comes at the cost of only mildly affected recall. The
proposed method is inspired by work on distributing visual queries in server clusters
[99, 121]. The gist is that we distribute the task of candidate frame selection into n
queries of size Cn , where C is the amount of data that would otherwise be sent to every
other robot. We then send the full query for geometric verification only to the one
robot that has observed the best candidate. The motivation for using a decentralized
system instead of a centralized one is that the latter has a computational bottleneck
at the central station, which should always stay operational. Furthermore, centralized
systems cannot be deployed in remote, large areas because of limited communication
range.
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Figure A.1 – Our method significantly reduces the amount of data exchanged for place recognition in a decentralized multi-robot system. This is achieved by distributing the candidate
selection of bag of words place recognition. decentr. query all, gv1 stands for a query-all approach
where geometric verification is performed only at one robot.

A.2

Related Work

The presented decentralized place recognition algorithm is based on bag-of-words
visual place recognition. This method has been pioneered by [186], and we make use
of further improvements as presented by [73, 151]. An essential part of our system is
the use of an inverted index, a technique borrowed from document retrieval [9]. There,
the inverted index is a key-value map where the keys are words and the value for each
word is a list of documents containing it.
The fact that inverted indices can be distributed has already been discovered in document retrieval literature in the early 90s [98, 198]. Back then, the main focus was on
distributing document retrieval to multiple processors on the same machine. With
the advent of distributed hash tables [162, 188] and faster Internet connections in the
early 2000s, however, researchers started to propose distributed document retrieval
over peer-to-peer networks [133, 163], all pivoting around distributed inverted indices.
Only a small number of these can be effectively applied to visual place recognition, as
there are significant differences between document and place retrieval. In visual place
recognition, the query size is typically equal to the document size. Furthermore, each
query is simultaneously inserted as a new document into the database. Lastly, while
document retrieval is typically about obtaining all documents relevant to a query, we
will contend with at most a single match per query in our scenario.
Some work exists in distributed image retrieval: Yan et al. [213] have developed
distributed image search in camera sensor networks. Their query approach, however,
is decentralized, query all. Aly et al. [3] proposed to distribute kd-tree-based image
retrieval. However, the hierarchical nature of kd-trees requires that approach to pass
through a central server. Ji et al. [99, 121] made the step of going from distributing
images among servers to distributing the vocabulary, which is essential to effectively
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reduce the amount of data exchange. Doing this work in the context of image queries
in a local network, however, their focus is more on overall query speed than it is on the
amount of transmitted data. Thus, they do not consider that it is not scalable, in terms
of bandwidth, to return partial scores for all images — which we address in section
A.4.3. Furthermore, we exploit geometric verification, which allows us to simplify the
distributed query without affecting precision. Finally, while their approach distributes
the workload, they use a central server that coordinates each query. In contrast, our
approach is perfectly decentralized as soon as every robot knows the address of every
other robot.
To the best of our knowledge, we are the first ones to apply a distributed inverted index
in multi-robot place recognition.

A.3

Amount of data exchanged: scalability

Regarding place recognition systems, we will from here on use the term add-querying a
place, meaning to simultaneously add a place to the database and query it. We assume that
in a multi-robot system, places (in our case visual key-frames) observed by each robot
are add-queried regularly. The expected total amount of data exchanged in the system
due to place recognition within a unit of time is then:
dtot = n · E[ f ] · dq ,

(A.1)

where n is the number of robots in the system, E[ f ] the expected frequency at which
each robot add-queries a place, and dq the data that needs to be transmitted for each
add-query. For now, if the same data is transmitted to two different robots, we count
it twice, and we consider direct connections between robots. See Section A.7 for a
discussion of multi-cast and multi-hop networks. We assume that both n and E[ f ] are
factors of dtot independent of the approaches considered hereafter, so we characterize
their scalability solely by dq .
In centralized place recognition, dq is independent of n, or O(1), since each add-query
is sent only to the central server. In decentralized, query-all place recognition, each
add-query is sent to n − 1 robots, and dq assumes a complexity of O(n). In the query
in range variant, the amount of robots to which an add-query is sent varies, but the
complexity is O(n) in the worst case. It could be limited to O(1) by only sending
queries to the closest k robots, but that would preclude localization with respect to
robots outside of that clique. Limited-communication approaches that accumulate
add-queries or propagate them through the network (such as [69]) reduce to a dq
complexity of O(n), since in the end each place gets shared with every robot. Thus,
previous decentralized schemes, which have a dq complexity of O(n) are inherently
less scalable than the centralized scheme with its complexity of O(1).
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In contrast, we propose a decentralized scheme whose dq is close to the centralized
case. This is achieved by splitting the add-query into two queries: first, a distributed
query in which messages of O( n1 ) size are sent to every other robot 1 second, a targeted
query where the full place information is sent to one robot only. The recipient of the
targeted query is determined by the outcome of the distributed query.

A.4

Methodology

For simplicity, we consider place recognition algorithms which identify places with
images. This reduces visual place recognition to matching of images. State-of-the-art
visual place recognition is typically performed in two steps: 1) The full set of previously
seen images { Ii } is reduced to a set of candidates using visual appearance-based
matching or other criteria. 2) These candidates are verified for geometrical consistency
with the query image Iq . Only places passing this step are considered to be a match. A
popular choice for the first step is comparing visually salient features, typically image
patches around keypoints. Since image patches are high-dimensional and matching
them is expensive, they are reduced to lower-dimensional features. This reduction
can be achieved using PCA or variations thereof [21, 126], quantization of the highdimensional space, e.g. using k-means [186], or more recently, convolutional neural
networks [191].
We focus on approaches which quantize the feature space, since they are most amenable
to distribution, as will become clear soon. When quantizing the feature space, each
cell is identified by what is called a word Ww in a vocabulary {W }. A frame I can
now be represented as a bag-of-words vector ~v ∈ R|{W }| , where the w-th coefficient of
~v is the TF-IDF value of Ww in I. The TF-IDF (term frequency - inverse document
frequency) value is the frequency of this word in I normalized by its overall frequency.
It reflects that overall less frequent words carry more information when matching
frames containing them [9]. Now, a given frame Ii can be matched to the query frame
Iq using the score
s(i, q) = 1 −

v~q
1 ~vi
−
2 |~vi | |~
vq |

,

(A.2)

1

where | · |1 stands for the `1 norm. If s(i, q) is close to 1, ~vi and v~q are similar, in which
case Ii is passed to the geometric verification step. If the vectors ~v are pre-normalized,

1 Strictly

speaking, the complexity is still O(n) due to overhead and responses from sending data to n
other robots. However, since the amount of the bulk of the data is reduced by a factor of n, the resulting
total amount of data sent per query is much closer to the centralized case, see Figure A.1.;
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Figure A.2 – (a) The essential steps of the proposed method. Illustrated for n = 3 and where the
querying robot Rrq is R0 . Top: The query frame Iq contains several features which are mapped
to visual words Wi . Iq can thus be represented by a bag-of-words vector ~vq . Responsibility
for visual words is distributed among the robots and ~vq is subdivided accordingly. Middle:
Rrq sends to each robot Rr the portion of ~vq which it is responsible for. Each robot Rr then
returns a partial response. Bottom: From the partial responses, Rrq derives which robot is the
most likely to have seen a place matching Iq . Only to that robot it sends the full Iq to perform
standard place recognition with geometric verification. (b) A close look at three instances of
partial maxima-based candidate selection (A.7). For three query frames with a unique ground
truth match (blue line), dots represent the partial scores sr (i, q) for all robots r (color) and all
other frames i (x-axis) except the ones inside a radius of 50 key-frames (gaps). Red crosses
represent the best partial candidate (i, sr (i, q)) at each robot. In the first two cases, the true
positive accumulates enough partial scores to outperform the outliers, which do not manage to
outperform the true positive consistently across robots. In the third case, however, an outlier at
around i ∼ 2000 successfully accumulates two maximum partial scores, which is enough to
outperform the weak true positive. Note how the true positive suffers from having neighboring
frames which also have maximum scores at some robot. This suggests that clustering partial
maxima that are close in time, or using a lower frame rate for place recognition could improve
recall.
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s can be rewritten as a sum for each w:
2 · s(i, q) = 2 − |~vi − v~q |1 = |~vi |1 + |~
vq |1 − |~vi − v~q |1

=

.

∑ vi,w + vq,w − |vi,w − vq,w | = ∑ sw (i, q)
w

(A.3)

w

An important property of this is that a given summand sw is zero if either vi,w or vq,w is
zero. This allows fast candidate selection using inverted indices. We exploit the sum
form of the score to distribute the candidate selection.

A.4.1

Distributing candidate selection

Regarding key-value lookup in a peer-to-peer network, distributed hash tables show
that significantly less data can be exchanged by deterministically assigning keys to
peers, and having these peers store the corresponding values. If peers that want
to perform a query can locally compute which peer is responsible for storing the
sought value, then there is no need to send the query to other peers. This cannot be
directly applied to place recognition since, to the best of our knowledge, there is no
deterministic mapping of observations of the same place to a unique string. In contrast,
words of a pre-calculated vocabulary can be assigned to specific peers. We therefore
distribute the evaluation of scores in (A.3) by assigning each word Ww to a robot Rh(w)
with h(w) = w mod n. Each bag-of-words vector ~vi can then be subdivided into n
(r )
partial vectors ~vi , which only contain the coefficients w : h(w) = r (see Figure A.2a).
Note that this scheme does not support dynamic sets of robots natively. Adding robots
can be handled by not distributing queries to them. For orderly departure of robots,
however, we cannot conceive a method that would not transmit a lot of data. The
special case of node failure is analyzed in a similar system by [99].
Now, each robot can calculate a partial score
sr (i, q) =

∑

sw (i, q)

(A.4)

w:h(w)=r

(r )

(r )

for every potential match using only ~vq and ~vi . Since in multi-robot place recognition
the potential matches for the q-th query is the set of all previous queries, robot Rr
(r )
only needs to receive ~vq at the q-th query to calculate the partial scores sr (i, q) for all
(r )

(r )

candidates. It can then add ~vq to {~vi } for future queries. Thus, the first part of our
(r )

place recognition query consists of sending ~vq to each robot Rr (see Figure A.2a). For
now, let’s assume that robot Rr responds with a map {i → (ri , sr (i, q))}. We address
the scalability of these responses in section A.4.3. Having received {i → (ri , sr (i, q))}
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from each robot Rr , the querying robot can calculate the score for all candidate frames:

{i → (ri , s(i, q) = ∑ sr (i, q))}

(A.5)

r

A.4.2

Asking the right peer for geometric verification

State-of-the-art methods such as DBoW2 [73] or its implementation in ORB-SLAM
[148] pass multiple candidates to geometric verification. To reduce data exchange, we
send the geometric verification query to only one robot Ri∗ (Figure A.2a), potentially
sacrificing recall. Note that this one robot may still evaluate multiple candidate frames.
We let it perform local candidate selection between Iq and all the frames that it has
previously observed itself. Ri∗ is chosen from (A.5) with:
i∗ = arg max ∑ sr (i, q)
i

A.4.3

(A.6)

r

Scalability with the map size - minimal partial responses

As hinted at the end of Section A.4.1, having each peer respond with {i → (ri , sr (i, q))∀i }
is not scalable, as the response size would grow linearly with the amount of frames
observed by all robots. We have found a simple way to make the response size scalable:
we make each robot return only the one frame with the highest partial score sr (i, q).
While the underlying assumption
i = arg max ∑
∗

i

r


sr (i, q)


0

if i = arg max sr (i0 , q)
i0

(A.7)

otherwise

might not hold for general vectors, we have found that it works well enough for visual
bag-of-words vectors and the range of the robot count n that we have performed our
experiments with. We identify some mechanisms that help with this: as has been
previously shown [204], a small part of observed words contributes a big part towards
the score. In the extreme case where only one word is responsible for the entire score,
it is trivial show that (A.7) holds. In practice however, there are up to a couple dozen
words that contribute to most of the score. For higher relevant word counts, another
mechanism is in place: in order for an outlier to be considered the correct match by
our evaluation (A.7), it needs to consistently have better partial scores sr (i, q) than the
true positive. This is unlikely unless it observes a very similar scene. In contrast, if
the outliers do not have consistently better partial scores, it should be sufficient for
the true positive to have the best partial score at only two robots — if all of the top
contributing words contribute similarly, the true positive will be the maximum in (A.7).
Finally, for matches with a larger amount of contributing words, it is more likely that
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Figure A.3 – Probability that out of n robots, at least one is assigned at least two out of c
words. Being responsible for multiple words increases the odds of contributing to a successful
distributed candidate selection even if only the single best partial score is returned.
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Figure A.4 – (a), (b): Sub-trajectories assigned to different robot processes. (c), (d): Confusion
matrices for centralized evaluation on the used datasets.

some robots will be responsible for several of them, which decreases the odds that an
outlier outperforms the true positive at that robot while at the same time increasing
the weight of the partial score by that robot. For instance, the probability that there
is at least one of n robots responsible for two of the c contributing words is 1 minus
n +1− j
the probability that no robot is assigned two or more words, or 1 − ∏cj=1 n (see
Figure A.3). Evidently for as little as twenty contributing words, groups of up to 100
robots will almost certainly have at least one robot that is responsible for two words. A
detailed study of mathematically derived guarantees for these mechanisms is outside
of the scope of this paper. Instead, we provide a detailed case analysis for n = 30 in
Figure A.2b.

A.5

Experiments

In order to evaluate our system, we use the data from KITTI 00 [76] and Málaga 10
[18] as if it were recorded by a group of robots: we first split each dataset into 20
non-overlapping sequential parts (Figure A.4), run the visual odometry (VO) thread
of ORB-SLAM [148] on each part, and save each resulting map together with all
timestamps that capture at what time what portion of the map has been created. We
then load all maps and run the ORB-SLAM version of DBoW2 [73] between all possible
pairs of maps, after having performed bundle adjustment. We save the resulting
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matches as ground-truth reference, as we evaluate precision and recall relative to this
centralized place recognition. See Figure A.4 for the resulting confusion matrices. We
run 10 trials of our system for each of n ∈ [2, 20], where the maps are chosen such that
there is always at least one ground truth match. This avoids meaningless recall values
for small n.
All experiments are performed on a single i7 machine and run in real time. This is
enabled by pre-calculating the VO, bundle adjustment (required for good results in
geometric verification) and all descriptor-to-word mappings. Each robot is implemented
as an independent process and networking is done using ZeroMQ and Google Protocol
Buffers. We use the pre-trained visual vocabulary that is provided with ORB-SLAM.

A.5.1

Data exchange evaluation

For every place recognition query we log both the amount of data exchanged for
the distributed candidate selection query and responses dc , and the amount of data
exchanged for the geometrical verification query and response d g . For each evaluated
robot count n we average (dc + d g ) and report them as data exchanged per query by
our method. We compare this to d g , our model traffic for centralized place recognition
and (n − 1) · d g , our model traffic for classic decentralized place recognition. Since we
observe that d g > dc , we also propose an alternative query-all approach where first
only ~vq is sent to all robots for candidate selection based on their individual maps.
Similarly to our approach, the querying robot then only selects the one robot with the
best candidate and sends to it the full information required for performing geometric
verification. We model the data exchange for this with (n − 1) · dc + d g .

A.5.2

Accuracy evaluation

In order to evaluate the impact of our approach adjusted for the accuracy of the
underlying (centralized) place recognition algorithm, we evaluate precision and recall
relative to the matches of that centralized algorithm. Absolute precision and recall
for the centralized algorithm are reported in [73]. Relative precision and recall are
then calculated using the binary classification values described in Table A.1. Since
the reference place recognition can match backwards in time, we expand the matches
returned by our method by all their inverse matches; that is, if our method matches I A
to IB , a match from IB to I A is added to the set of matches for evaluation. Furthermore,
matches where the query or match frame is less than 2s off a corresponding ground
truth match are also considered true positives.
Since both the centralized and the decentralized method use the same geometric
verification method, one can expect that relative precision is 1. We have verified that
this is indeed the case, therefore we only report relative recall. Very occasionally there
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If
If
If
If
If

q( Iq ) 6= ∅ and q( Iq ) ⊂ q0 ( Iq )
q( Iq ) ∩ q0 ( Iq ) 6= ∅ yet q( Iq ) 6⊂ q0 ( Iq )
q( Iq ) 6= ∅ and q( Iq ) ∩ q0 ( Iq ) = ∅
q0 ( Iq ) 6= q( Iq ) = ∅
q0 ( Iq ) = q( Iq ) = ∅

tp
1
1
0
0
0

fp
0
1
1
0
0

fn
0
0
0
1
0

Table A.1 – Relative true positive, false positive and false negative evaluation for each query
frame Iq . Here, q( Iq ) is the set of matched frames returned by our algorithm, while q0 ( Iq ) is the
set of matched frames returned by the centralized version.

are single false positives among ∼ 100 true positives.

A.5.3

Computation time and memory evaluation

Finally, we evaluate the computational cost of our approach by measuring the CPU
times for five subroutines: tl p , the local processing time without processing related to
the distributed candidate selection. This contains mostly addition of the query frame to
the local database and reference score calculation, a DBoW trick to adaptively select a
threshold for candidate rejection [73]. We use this reference score only for the full query
that is sent to the robot selected by the distributed candidate selection query. The local
processing time dedicated to the distributed candidate selection is measured separately
as tld and contains mostly splitting up of the bag-of-words vector ~vq and the evaluation
of the partial scores (A.4) of self-assigned words. The handling of distributed candidate
selection queries from other robots is measured as trd . Finally, full query handling is
measured with candidate selection time trcs and geometric verification time trgv .
We are able to reliably measure these times with up to 16 robot processes, beyond
which we encounter anomalies which we attribute to context switching, file system
waits and other low-level causes. Such anomalies also occur spuriously with fewer
robot processes, which is why we use the median and quartiles to accumulate these
measurements.
With these measurements, we can estimate the total computation cost per query
with tl p + tld + (n − 1)trd + trcs + trgv . We compare this with a decentralized, query-all
approach whose time is modeled with tl p + (n − 1)(trcs + trgv ), as well as a decentralized,
query-all approach with only one geometric verification modeled with tl p + (n − 1)trcs +
trgv . We do not compare with a centralized approach, since there, all the computational
and memory load is focused on a single machine.
In terms of memory requirements, our approach should be somewhat more expensive
than the query-all approach. Since for the geometrical verification query we maintain
the same data structures as the query-all approach, our memory requirements are
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Distributed query payload size = 2000·
Word index and score
4+4
Geometric verification query payload size = 2000·
Short integer keypoint coordinates
2·2
Single precisiton keypoint uncertainty
4
ORB descriptor
32
Single precistion landmark 3d positions 3 · 4
Table A.2 – Payloads, in bytes, of the distributed candidate selection queries (corresponds to
dc ) and the targeted geometric verification query (corresponds to d g ). The factor 2000 stems
from ORB-SLAM, which tracks 2000 keypoints at every frame.

strictly larger by the data structure necessary for distributed candidate selection. The
accumulation of this data should be exactly the same as the inverted index data that is
used for local candidate selection at each robot, except that it is re-arranged between
the robots, and each frame reference also contains a reference to the robot that has seen
it. In particular, if all robots query the same amount of frames, the size of the data
structure should not depend on the robot count n. We verify this using a profiling tool.

A.6

Results

The amount of data exchanged per query is reported in Figure A.1. Unsurprisingly,
our approach requires less bandwidth than both decentralized, query all approaches
starting with as little as 3 robots. Furthermore we see that dc < d g . A detailed listing of
the data transmitted at each query, minus overhead and responses, is provided in Table
A.2. We are using the geometric verification method from ORB-SLAM [148], which
requires both the original ORB descriptors of keypoints for accurate keypoint matching
in presence of ambiguities as well as the 3D positions of corresponding landmarks for
scale drift-aware 3D-3D RANSAC. Thus, d g could be reduced by omitting the landmark
3D positions and using 2D-3D RANSAC. We speculate that d g could be further reduced
by not sending ORB descriptors, but only node IDs at a certain level of the vocabulary
tree, and using a RANSAC that can take 1-to-n matches into account. Finally, as
annunciated at the end of section A.3, both dc and d g can be reduced by only sending
a subset of most relevant keypoints. Neither of these reductions would change the
fact that our approach is more scalable than classical decentralized place recognition.
Moreover, since dc < d g should be the case even if d g is strongly reduced, our approach
is always worthwhile with more than three robots — at least considering the amount
of data that needs to be exchanged.
From an accuracy perspective, Figure A.5 shows that for groups of up to 20 robots,
recall is only mildly affected, being typically above 0.9, and at worst 0.8 times as high
as with centralized place recognition. Interestingly, the biggest amount of robots does
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Recall relative to centralized evaluation
relative recall
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Figure A.5 – Recall relative to centralized place recognition. Mean, minimum and maximum
are reported for 10 trials each.
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Figure A.6 – (a) Subroutine durations as a function of robot count. lp: local processing, ld:
local DII query, rgv: remote geometric verification, rd: remote DII query, rcs: remote candidate
selection. (b) Estimation of per-query total duration based on subroutine durations. qn-vn:
query all with geometric verification at each robot, qn-v1: query all with geometric verification
at only best robot.

not result in the worst recall. We have found that the groups of robots that exhibit
lower recall happen to traverse portions of the map (Figure A.4) that are hard to match
— note that adding a robot to the system also adds a new sub-trajectory, which has new
potential matches with respect to the rest of the map. As we add more robots with
trajectories that are easy to match to a group with low recall, the overall true positives
increase faster than the false negatives, and recall increases.
The computation times per subroutine, as evaluated on KITTI 00, are reported in
Figure A.6a. The local processing time tl p is relatively large, and profiling with
valgrind reveals that most of it can be attributed to the calculation of the reference
score, which in our case involves intricate data structure traversal. Both the local and
remote distributed candidate selection decrease with the amount of robots. This is
(r )
on one hand well explained by the fact that the size of the partial vectors ~vq which
are processed per robot decreases as the robot count increases. On the other hand,
it might seem surprising, since at the same time, the total amount of frames grows
with the amount of robots. This, however, just indicates the efficiency of the inverted
index approach. The candidate selection from a full query at a single robot’s map
trcs fluctuates, which we attribute to heuristics applied in DBoW. In fact, profiling in
one instance reveals that `1 score evaluation takes around 40% of the time. However,
heuristics are applied for candidate filtering based on common word count before score
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evaluation. Similar heuristics are applied for geometric verification time trgv , which
exhibits even stronger fluctuations. The estimated overall execution time is reported in
Figure A.6b. The sampled memory footprint of the distributed inverted index per robot
in the KITTI 00 dataset fluctuates between roughly 7 and 10 MB out of 100 MB overall
memory use and is not correlated with the robot count. We explain these fluctuations
with uneven word distribution and pre-allocation of std::vector, which we use as
mapee in the inverted index.

A.7

Discussion: Scalability in real networks

So far, we have seen that our approach requires one order less data to be exchanged than
previous decentralized visual place recognition approaches that also do not preclude
matches. In this section, we re-consider all the data exchanged per unit of time (A.1)
and discuss how the scalability with respect to the amount of exchanged data translates
to scalability in real networks. Seeing the main application of our approach in mobile
robotics, we only consider wireless data transmission. The following discussion is
based on a comprehensive survey of wireless sensor networks [218]. Considering
the large amount of available protocols and considerations listed in that survey, a
complete discussion is well outside of the scope of this paper. Instead, we discuss
two points that we consider most relevant to a prospective deployment of our system.
To compare our approach to a decentralized query-all approach we only analyze the
communication necessary for candidate selection. This is the only communication
in our approach which is not strictly a subset of the communication in the former.
Note that the communication needed for centralized place recognition is strictly a
subset of all considered decentralized approaches, and so we will not consider it in this
comparison. In the considered scenario, all robots make a query simultaneously. We
define dt→r the data transmitted from robot t to robot r, b(d) the byte size of d, t(d) the
time required to transmit d over a direct connection and pl the probability of packet
loss in a direct connection. Subscript o denotes the use of our approach while subscript
a denotes the use of a query-all approach. We use the following simplified model:
b ( d t →i ) = b ( d t → j )

∀t, i, j ∈ {r }
.
b(dta→i ) = n · b(dot→i ) = b?
1
t ( di → j ) = B ·
b ( d i → j ),
1 − pl

(A.8)
(A.9)
(A.10)

where B is the bandwidth that is assumed equal for all connections and i and j in
(A.10) are within communication range. (A.10) reflects that a packet might need to be
re-transmitted once with a probability of pl , twice with a probability of p2l , etc.
Channels, multi-casting and packet loss A given wireless channel can only have one
active transmitter at a given time, while it may have multiple concurrent receivers.
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Hardware designed for a given frequency typically only has access to a limited amount
of channels. If the amount of robots in a group is smaller than the amount of available
channels, each robot could receive on a separate channel and switch the transmitter
channel depending on which other robot it would like to talk to. Assuming the robots
are all in communication range and assuming that they could coordinate with negligible
cost that only one robot talks to a given robot at the same time, each robot r would
simply need to sequentially transmit dr→i ∀i 6= r in parallel with the other robots and
so the total time for candidate selection t = (n − 1) · t(dt→i ). Applying (A.8)-(A.10), we
obtain t a = n · to . Note that as long as enough channels can be provided, the duration
of candidate selection in our approach is independent of the size of the robot group!
If only c < n channels can be provided, several robots need to listen to the same
channel. With that, the data thus additionally needs to be addressed, and not all robots
can receive data at the same time. In the worst case, if c = 1, we can show that with
the above transmission approach t = (n − 1) · n · t(dt→i ). t a = n · to still holds, but the
scalability with respect to the number of robots is now limited. Note that with the
query-all approach we could exploit that the queries originating from one robot are all
the same. Since all robots are listening to the same channel, the querying robot could
thus address its data to all robots (multi-cast), and if pl = 0 we can show that t a = to ,
and our approach has no advantage over the query-all approach besides the use of less
CPU time.
However, our approach still has merit in the presence of packet loss. Assuming that the
packet loss dice are rolled for each receiver independently, (A.10) needs to be adapted
for multi-cast. Now, a packet needs to be retransmitted with probability (1 − (1 − pl )n ),
and thus
t(di→{r6=i} ) = B ·

1
b(di→{r6=i} )
(1 − p l ) n

(A.11)

and our approach remains faster with to = (1 − pl )n−1 t a . Reliability of multi-cast is a
well-known issue in wireless networks [108].
Multi-hop networks We have previously assumed that all robots are within communication range of each other. However, n-to-n communication can be achieved with more
relaxed constrains using multi-hop networks. To that end, data exchanged between
two robots that are not directly connected needs to be routed according to the available
topology [53] and the robots need to be controlled in a way that maintains overall
connectivity [134]. Due to the sheer amount of possible topologies in a multi-hop
network, we cannot derive and compare to and t a within the scope of this paper. We
have already shown that to ≤ t a for the case where all robots can directly communicate.
It is simple to show that for the remaining cases the amount of data that needs to be
routed is smaller with our approach than with a query-all approach. If not all robots can
communicate directly, there is at least one robot a such that from the remaining robots
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one can form two non-empty robot sets B and C, such that all communication from a
to C needs to go through at least one robot in B. This can be shown by contradiction: if
no such robot a exists, this means that for every robot, no sets B and C fulfilling the
above condition can be constructed. In other words, for every robot a0 there exists no
other robot c0 such that the communication between a0 and c0 would need to be routed
through at least one other robot b0 . In that case, however, all robots can communicate
directly, which contradicts the initial premise.
In our application, the robots in B are cumulatively responsible for forwarding d a→C :=
d a→ j ∀ j ∈ C. With the query-all approach, d aa→C is the full query originating in a, which
needs to be sent to all robots, and thus ba (d a→C ) = b? . With our approach, doa→C is only
?
the portion of the bn -sized queries originating in a that are addressed to C, and thus

bo (d a→C ) = |Cn | b? , which is strictly smaller than ba (d a→C ). We have thus shown that
the amount of data that needs to be forwarded with our approach is less than with a
query-all approach. We assume that in a multi-hop network, data forwarding can only
increase the overall time needed to transmit the same data as in a fully connected work,
and that this increase should correlate positively with a combination of b(d a→C ) for
different a, C. Since bo (d a→C ) < ba (d a→C ) ∀ a, C we conclude that our approach should
also be worthwhile in a multi-hop network.

A.8

Conclusion

In this paper, we have proposed a method that makes decentralized place recognition
competitive compared to centralized place recognition in terms of the amount of data
transmitted per robot count n, while only mildly affecting recall. This is opposed to previous decentralized place recognition approaches, which, while generally maintaining
perfect relative recall, typically use n − 1 times more bandwidth than centralized place
recognition. Unlike centralized place recognition, our decentralized method evenly
distributes the workload among the robots involved. At the same time, it is deployable
anywhere as long as the robots can communicate with each other. We have validated
our approach for groups of up to 20 robots on the public datasets KITTI and Málaga
and discussed what it would mean to deploy it in wireless networks.
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Efficient Decentralized Visual Place
Recognition
From Full-Image Descriptors
Titus Cieslewski and Davide Scaramuzza

Abstract — Visual multi-robot simultaneous localization and mapping (SLAM) is an effective way to provide state estimation to a
group of robots that operate in an unstructured and GPS-denied environment. This is a problem that can be solved in a centralized way,
but in some instances it can be desirable to solve it in a decentralized
way. Decentralized visual place recognition, then, becomes a key
component of a decentralized visual SLAM system. Achieving it
by having all robots send queries to all other robots would use vast
amounts of bandwidth, and diverse approaches have been explored
by the robotics community to reduce that bandwidth. In previous
work, we have proposed a decentralized version of bag-of-words
place recognition, which, by using a distributed inverted index, is
able to reduce bandwidth requirements by a factor of n, the robot
count. In this short paper, we instead propose a decentralized visual
place recognition method that is based on full-image descriptors. The
method consists in clustering the full-image descriptor space into
several clusters and assigning each cluster to one robot. As a result,
place recognition can be achieved by sending each place query to only
one robot. We evaluate the performance of our new method versus
a centralized implementation using the Oxford Robotcar and KITTI
datasets and explore an inherent trade-off between performance and
load balancing.
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B.1

Introduction

Many robotic applications can benefit from parallel deployment of multiple robots. In
a search and rescue mission for example, the search area can be subdivided, so that
each robot has less space to cover, resulting in quicker task completion. In order for
the robots to efficiently collaborate, they need to know where they are with respect
to each other and to the environment. In unstructured, GPS-denied environments a
popular method for this, which generalizes well to all kinds of different robots, is visual
simultaneous localization and mapping (SLAM). Visual SLAM takes as input camera
images and produces as output an estimate of the robot’s trajectory as well as typically
some crude representation of the environment (map).
Visual SLAM as deployed on a single robot has recently reached maturity [26]. We
identify three components of a state-of-the-art visual SLAM system:
1. Visual Odometry is a real-time component that converts sensor measurements into
a pose estimate considering only data from the most recent past. It is in the nature
of visual odometry algorithms to exhibit drift [70]: metric accuracy decreases
over time and if the robot returns to a place it has visited before, the current pose
estimate will most likely be inconsistent with the previous pose estimate at that
place.
2. To mitigate such drift, SLAM systems have a Place Recognition module which uses
visual cues to recognize previously visited places in spite of the inconsistent pose
estimate.
3. Once previously visited places have been recognised, an Optimization module
incorporates them to make a consistent map. The optimization module can also
be used without place recognition, to reduce linearization errors of the visual
odometry.
How can these components be extended to multiple robots? It is important to note that
in multi-robot SLAM both place recognition and optimization need to consider data
from all robots to build a meaningful and consistent global map. Hence, a centralized
system, where all the data is sent to a central instance that runs place recognition and
optimization is a popular choice for such a system [48, 66, 72, 146, 164, 178].
In certain situations, however, it can be interesting to opt for a decentralized system. A
centralized system, for example, has a computational bottleneck at the central station
and thus limited scalability. A well-designed decentralized system could defy this
bottleneck. Centralized systems furthermore typically require permanent or regular
connection to a dedicated central machine and thus preclude for example applications
where a group of lightweight robots goes deep into the field. Finally, there exist
militaristic and privacy arguments for using a decentralized system [31, 32].
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Figure B.1 – We propose an efficient, full-image descriptor-based method for decentralized
visual place recognition. The method consists in clustering the descriptor space of NetVLAD [7]
into several clusters and assigning each cluster to one robot. As a result, place recognition can
be achieved by sending each place query to only one robot. Image credit: Yi Cao / Mathworks,
[76, 128]

Decentralized systems, then, have the challenge of implementing place recognition and
optimization in a decentralized way that does not require too much communication:
technically, it would be possible for every robot to share its data with every other robot,
but that would typically require a lot of data to be transmitted. In our work, we focus
on decentralized place recognition. For recent work in decentralized optimization
instead, we refer the reader to [32, 45, 158].
In this short paper we propose an efficient, full-image descriptor-based method for
decentralized visual place recognition. The core of the method consists in clustering
the descriptor space of NetVLAD [7] into several clusters and assigning each cluster to
one robot. As a result, place recognition can be achieved by sending each place query
to only one robot.

B.2

Related work

Decentralized visual place recognition by sending queries to every other robot scales
poorly in terms of the robot count n. The complexity of every query is O(n). Of
course, the overall bandwidth can me mitigated by adopting one of many existing
approaches to map compression: among others, visual maps can be compressed by
pruning unnecessary map features [57, 207], reducing the dimensionality of feature
descriptors [127], or using an overall non-canonical visual place representation, such as
a frequency-domain place representation [95] or one that relies on object extraction [31].
These approaches, however, ultimately do not reduce the complexity in robot count.
In previous work [39], we have proposed a Bag-Of-Words based [73, 151, 186] decentralized place recognition algorithm that reduces the query complexity by one order. The
algorithm has been inspired by distributed hash tables [162, 188], and some previous
work in image retrieval [99, 121]. The method we proposed there, however, suffers
from two drawbacks: firstly, the method is somewhat complex and uses an assumption
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whose full implications we do not yet fully understand. Secondly, the method requires
for every query to have a message sent to every other robot (of size O( n1 )), thus still
causing a lot of traffic.
In contrast, the method proposed here is much less complex, and, for every query, a
message only needs to be sent to a single robot (plus to another robot for geometric
verification, if place recognition succeeds). The key lies in substituting the bag-of-words
approach with a full-image descriptor approach. This allows us to cluster the image
descriptor space with k-means, and assign each cluster to a robot: any query from a
cluster will be sent only to that robot. We show that this results in a competitive place
recognition algorithm with minimal bandwidth requirements. We furthermore show
how a problem of poor load balancing arises in practical deployment, and how it can
be mitigated by sacrificing some recall.

B.3

Methodology

B.3.1

Bag-of-Words method

In [39], we have shown how the data exchange incurred in decentralized visual place
recognition can be reduced by a factor of up to n, the robot count. This can be achieved
by casting the place recognition problem to a key-value lookup problem, which can be
efficiently distributed using deterministic key-to-peer assignment, as is for example
common in distributed hash tables [169, 188]. In [39], we have thus cast the bag-ofwords (BoW) place recognition method [151, 186] used in [73, 148]. In broad strokes,
this is how the resulting method works:
1. Before deployment, deterministically assign words of the visual vocabulary to
the different robots.
2. When querying place recognition of an image frame, calculate the BoW vector
and split it up into partial BoW vectors such that one partial BoW vector can be
sent to each robot r, containing the coefficients of the words assigend to r.
3. The robots receive and process each their own partial query, returning the identity of the single frame which best matches the query frame according to the
partial BoW vector. They also store the query, making it available as a result for
subsequent queries.
4. Gather all partial results and determine which frame is most consistently returned
as result.
5. Send a full query to the robot that has observed that frame for geometric verification.
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Figure B.2 – (a) Confusion matrix for a centralized evaluation of the KITTI 00 dataset with
20 subtrajectories, using NetVLAD [7]. The threshold is manually selected and no geometric
verification is performed. NetVLAD exhibits a visibly larger recall than the bag-of-words
method we used in [39], shown in (b). The dots on the diagonal indicate place matches on the
boundaries between sub-trajectories. Matches within the same trajectory are excluded. (c) The
bad load balancing during evaluation can be explained by the difference in distribution of the
image features. This is the distribution of the first two dimensions for the training and testing
data. Training data should be more general / cover more environments than the deployment
data, which could come from only a very specific kind of environment. The superimposed
k-means clustering is not an actual clustering used in our method, but a 2D k-means clustering
that serves as illustration. As we can see, clustering the training data can result in an uneven
distribution of features among clusters at deployment time. This leads to poor load balancing.

The last step involving geometric verification serves the purpose of rejecting false
positives of the method and can at the same time be used to establish relative pose
between the query and matched image frames. We have shown that this methods
results in a bandwidth reduction of up to n (depending on the network infrastructure),
while reducing recall by 10 − 20% depending on the robot count. A lot of the recall
reduction is due to steps 3) and 4) of the method, which are based on a simplifying
assumption that we do not yet fully understand. See Sec. IV C. and Fig. 4 of [39] for a
detailed discussion.

B.3.2

Full image descriptor method

Here, we instead propose to use a full-image descriptor place recognition method as a
basis. In particular, we use the recent, deep-learning based NetVLAD method [7] which
has been shown to perform excellently even under severe appearance and viewpoint
changes. Indeed, as can be seen in the centralized evaluation of this method (Fig. B.2),
its recall qualitatively looks better than the one of the BoW method we used in [39].
NetVLAD uses a deep neural network to calculate a low-dimensional feature vector
~v ∈ Rd from an input image. Place matches can then be found by looking for the
nearest vectors of other images according to the `2 distance.
72

B.3. Methodology
This method can now efficiently be decentralized in the following way:
1. Before deployment, cluster the feature vector space and assign each cluster center
to a robot.
2. When querying place recognition of an image frame, calculate the feature vector
and send it as query to only the robot assigned to the corresponding cluster.
3. That robot processes the query, stores it for future reference, and replies with the
best matching frame identifier.
4. Send a full query to the robot that has observed that frame for geometric verification.
Similarly to our previous method, the last step rejects false positives and provides
a method to find the relative pose between the query and matched image frames.
Evidently, this method is less complex than the one proposed in [39]: before geometric
verification, data is sent to only one robot, and no assumptions on the fidelity of partial
responses are made. As for the geometric verification query, it is with the new method
possible to skip it if the NetVLAD distance of step 3) exceeds a certain threshold,
resulting in further bandwidth reduction at the cost of potentially reduced recall. We
use k-means clustering as clustering method for step 1).
It is essential to note that every query that is sent to a robot is stored to the place
recognition database of that robot for retrieval in future relevant queries. In [39], we
have referred to this as add-querying. Since we assume that the robots constantly send
place recognition queries, at any given time all places seen up to that time will be
stored in the place recognition database of the appropriate robot. This is even robust to
message delay: two queries of the same place sent by different robots will both arrive
at some point at the robot responsible for that place, independently of the message
delay, so at least one of the two robots will be notified of the place match.

B.3.3

Mitigating poor load balancing

Clustering the image feature space should ideally be done on a very general dataset,
in order to account for deployment in many different environments. Deployment, on
the other hand, can often occur in very specific environments, which only constitute a
subset of the general, trained descriptor space, see Figure B.2c.
This poses an interesting problem: because the features at deployment time only
come from a subspace of the trained feature space, there will be some clusters that
will contain only very little features at deployment time, while other clusters will
contain disproportionally many features from deployment time. In practice, this should
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translate in poor load balancing, since the robots assigned to the clusters with many
features will have to handle much more queries than the other robots, which reduces
scalability of the approach.
To mitigate this poor load balancing we propose to instead train several clusters per
robot, and randomly assign the clusters to robots. This should distribute the robot’s
responsibilities in the feature space more evenly, and ensure that all robots are assigned
features, even in narrow subspaces. However, this comes at the cost of increasing the
amount of cluster boundaries, and, with that, the possibility that a matching pair of
features is not in the same cluster. This would result in those features not being possible
to match, and thus reduce recall.

B.4

Experiments

Unlike in [39] we do not actully implement the method on multiple processes. It is
evident form the method that it needs n times less data exchange than if all queries were
sent to all robots. To evaluate the place recognition performance the method would
have if deployed on a group of robots, we simply exclude all images that are not in the
same cluster as the query from the pool of possible responses to a query. Furthermore,
we evaluate our method without geometric verification, again unlike in [39]. Evaluation
with geometric verification is on one hand closer to practical deployment, but on
the other hand contaminates the results with the performance of the used geometric
verification implementation. To provide a fair evaluation, we evaluate precision and
recall for all possible feature vector distance thresholds and consider the area under
that curve (AUC) as metric for place recognition performance, see Figure B.3a. We
use then NetVLAD feature vector dimension d = 128 (tunable thanks to a final layer
that does principal component analysis). The clustering is trained on image data from
the Oxford RobotCar dataset [128] and the method is evaluated on KITTI 00 [76] by
splitting the sequence into n sub-sequences, one per robot, see Figure B.3b. We first
evaluate the method in general, and show how it performs as we increase the number
of robots. At the same time, we show how load balancing behaves as we increase the
amount of robots. Then, we evaluate how using several clusters per robot can improve
load balancing at the cost of performance.

B.5

Results

Fig. B.4a shows relative AUC (decentralized to centralized) of the method when applied
to groups of n ∈ [2, 20] robots. Recall suffers if the true match of a query is not in the
same cluster as the query. It would seem that the performance of the decentralized
NetVLAD method is only marginally better than the performance of the decentralized
BoW method (see Fig. 7 in [39]). Consider however that as qualitatively seen in Fig.
74

B.5. Results
Precision and recall KITTI 00
1
KITTI 00 sub-trajectories [m]

500

0.8

precision

400

0.6

300

0.4

200

100

0.2

centr. AUC = 0.8598
decentr. AUC = 0.8025

0

0
0

0.2

0.4

0.6

0.8

1

-100
-300

recall

-200

-100

(a)

0

100

200

300

(b)

Relative AUC / worst balance ratio

10
0.96
0.94
5
0.92
0.9

0
5

10

robot count

(a)

15

20

relative AUC (decentr. / centr.)

0.98

worst balance ratio

relative AUC (decentr. / centr.)

Changing the cluster count per robot

15

1

1

12

0.95

10

0.9

8

0.85

6

0.8

4

0.75

worst balance ratio

Figure B.3 – (a) We evaluate the place recognition performance using the area-under-curve
measure (AUC) of the precision-recall curve, since we do not apply geometric verification.
As we can see, NetVLAD exhibits excellent precision for the most part. We furthermore see
how the clustering of the decentralized method results in reduced recall. This instance of
decentralized place recognition has been run with 20 robots. (b) The subtrajectories resulting
from splitting KITTI 00 into 20 parts.
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Figure B.4 – (a) Relative AUC (decentralized to centralized) and worst balance ratio of our
method for different robot counts. The worst balance ratio is the ratio of the busy-ness of
the most queried robot compared to what it would be if the feature-to-cluster assignments
were perfectly balanced. Results are averaged over 10 runs and dots indicate the results of the
individual runs. (b) Relative AUC (decentralized to centralized) and worst balance ratio as we
increase the amount of clusters per robot, with 20 robots. Results are averaged over 10 runs
and dots indicate the results of the individual runs.
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B.2, NetVLAD already has a higher recall than BoW in the first place. Furthermore, the
method uses far less bandwidth for its distributed query than the BoW method. Recall
from Table II in [39] that its distributed query size is 16 kilobytes plus overhead from
sending the query to n robots. This method, when using single precision, only needs
d × 4 bytes per query, so 512 bytes with d = 128, plus overhead from only sending to
one robot.
In Fig. B.4a we furthermore report the worst balance ratio, a measure for how much
more queries the busiest robot receives compared to how much it would receive if the
queries were perfectly balanced. The experiments confirm the bad balancing discussed
in Section B.3.3. As we can see, the busiest robot handles up to half of all queries!
Figure B.4b shows how both load balancing improves and performance depreciates as
we increase the amount of clusters in the system.

B.6

Conclusion

In this short paper, we have proposed an improvement over our previous work on
decentralized place recognition [39]. The new method relies on recent, machine-learned
full image descriptors and k-means clustering. We have explored how a problem of bad
load balancing can arise when training and deployment feature distributions differ, and
have shown how this problem can be mitigated by sacrificing some performance. Our
method enables decentralized visual place recognition by sending only a lightweight
query to a single other robot in the robot team. If a place is matched, a second query
can be sent to the robot who observed the matching place for geometric verification.
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Data-Efficient Decentralized Visual SLAM
Titus Cieslewski, Siddharth Choudhary and Davide Scaramuzza

Abstract — Decentralized visual simultaneous localization and mapping (SLAM) is a powerful tool for multi-robot applications in environments where absolute positioning is not available. Being visual, it
relies on cheap, lightweight and versatile cameras, and, being decentralized, it does not rely on communication to a central entity. In this
work, we integrate state-of-the-art decentralized SLAM components
into a new, complete decentralized visual SLAM system. To allow
for data association and optimization, existing decentralized visual
SLAM systems exchange the full map data among all robots, incurring large data transfers at a complexity that scales quadratically
with the robot count. In contrast, our method performs efficient
data association in two stages: first, a compact full-image descriptor
is deterministically sent to only one robot. Then, only if the first
stage succeeded, the data required for relative pose estimation is
sent, again to only one robot. Thus, data association scales linearly
with the robot count and uses highly compact place representations.
For optimization, a state-of-the-art decentralized pose-graph optimization method is used. It exchanges a minimum amount of data
which is linear with trajectory overlap. We characterize the resulting
system and identify bottlenecks in its components. The system is
evaluated on publicly available datasets and we provide open access
to the code.

Supplementary Material
Data and code are at: https://github.com/uzh-rpg/dslam_open
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Figure C.1 – The proposed decentralized visual SLAM system is able to build a globally
consistent map from ten sub-trajectories of KITTI 00 by exchanging only around 2MB in total –
for decentralized optimization, place recognition and visual relative pose estimation, for all ten
robots. (a) Ten sub-trajectories of KITTI 00 after running our method. Each color represents
an individual trajectory, place matches are marked in black, dashed lines indicate the ground
truth. (b) Data transmission over time for the system components: decentralized optimization
(DOpt), decentralized visual place recognition (DVPR) and relative pose estimation (RelPose).

C.1

Introduction

Using several robots instead of one can accelerate many tasks such as exploration
and mapping, or enable heterogeneous teams of robots, where each robot has a
specialization. Multi-robot simultaneous localization and mapping (SLAM) is an
essential component of any team of robots operating in an absolute positioning system
denied environment, as it relates the current state estimate of each robot to all present
and past state estimates of all other robots. Because cameras are cheap, light-weight
and versatile sensors, we seek to implement a visual SLAM system. Visual MultiRobot SLAM can be solved in a centralized manner, where a single entity collects all
data and solves SLAM for all robots, but that relies on a central entity to always be
reachable, to never fail and to scale to the size of the robot team, both in computation
and bandwidth. Decentralized systems do not have this bottleneck, but are more
challenging to implement.
Visual SLAM systems typically consist of three components: 1) a visual odometry
algorithm which provides an initial state estimate, 2) a place recognition system which
is able to relate the currently observed scene to previously observed scenes, and 3)
an optimization back-end which consistently integrates the place matches from the
place recognition system with the full stream of state estimates. The end product is a
map, and that map feeds back to place recognition and optimization. It is this feedback
which makes decentralized SLAM challenging, especially if one is concerned about
communication bandwidth. Visual odometry is not involved in the feedback loop and
is thus trivial to distribute – it can be run on each robot independently and feed its
output to the rest of the decentralized SLAM system.
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In previous work we have proposed state-of-the art decentralized place recognition
[38] and optimization [32] systems separately. Both systems focus on data efficiency:
they achieve performance similar to a centralized system while minimizing the data
that needs to be exchanged. In this work, we integrate both systems along with a
data-efficient method for visual feature association [192] into a full decentralized visual
SLAM system. The system is evaluated on publicly available datasets and the code is
provided open-source.

C.2

Related Work

In the following, we independently consider related work pertaining to decentralized
optimization and to decentralized place recognition. We conclude with a review of
existing integrated decentralized SLAM systems.

C.2.1

Decentralized Optimization

Decentralized estimation in multi-robot systems is an active field of research, with
special attention being paid to communication constraints [158], heterogeneity [11, 92],
consistency [10], and robust data association [55]. The literature offers distributed
implementations of different estimation techniques, including Kalman filters [168],
information filters [194], particle filters [29, 89], and distributed smoothers [32, 45]
In multi-robot systems, maximum-likelihood trajectory estimation can be performed
by collecting all measurements at a centralized inference engine, which performs the
optimization [4, 11, 55, 103, 114]. However, it is not practical to collect all measurements
at a single inference engine since it requires a large communication bandwidth. Furthermore, solving trajectory estimation over a large team of robots can be too demanding
for a single computational unit.
These reasons triggered interest towards decentralized trajectory estimation, in which the
robots only exploit local communication, in order to reach a consensus on the trajectory
estimate [5, 46, 68, 106, 150]. Recently, Cunnigham et al. [45, 46] used Gaussian
elimination, and developed an approach, called DDF-SAM, in which robots exchange
Gaussian marginals over the separators (i.e., the variables observed by multiple robots).
While Gaussian elimination has become a popular approach, it has two major shortcomings. First, the marginals to be exchanged among the robots are dense, hence
the communication cost is quadratic in the number of separators. This motivated the
use of sparsification techniques [158]. Second, Gaussian elimination is performed on
a linearized version of the problem, hence these approaches require good linearization points and complex bookkeeping to ensure consistent linearization across the
robots [45]. The need of a linearization point also characterizes gradient-based tech80
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Figure C.2 – Restricting relative pose measurements to robots that are in line of sight (red
circle) severely limits the recall of relative localization: Robots A and C can establish relative
localization but A and B cannot. This often applies to direct relative measurements. By ensuring
that relative localization can occur from all past measurements (green outline) we can increase
recall and put less restrictions on the high-level application that controls the robots.

niques [106]. An alternative approach to Gaussian elimination is the Gauss-Seidel
approach of Choudhary et al. [32], which requires communication linear in the number
of separators. The Distributed Gauss-Seidel approach only requires the latest estimates
for poses involved in inter-robot measurement to be communicated and therefore does
not require consistent linearization and complex bookkeeping. This approach also
avoids information double counting since it does not communicate marginals.

C.2.2

Decentralized Place Recognition and Pose Estimation

In order to solve decentralized SLAM, measurements that relate poses among different
robots (inter-robot measurements) need to be established. A popular type of inter-robot
measurements are direct measurements of the other robot [222], such as time-of-flight
distance measurements [158] or vision-based relative pose estimation [103]. The latter
is typically aided with markers that are deployed on the robots. To the best of our
knowledge, most types of direct measurements require specialized hardware (which
can precisely measure time-of-flight for example, or visual markers). Furthermore,
many types of direct measurements require the robots to be in line of sight, which, in
many environments, imposes a major limitation on the set of relative poses that can be
established, see Figure C.2. Limiting relative measurements in this way translates into
limitations for higher-level applications that would like to use decentralized SLAM as
a tool.
We prefer, instead, to use indirect relative measurements. These are established through
registration of observations that two robots A and B make of the same scene [6, 192].
This requires no additional hardware: the sensors already used for odometry can be
re-used for inter-robot measurements. Since establishing inter-robot measurements
in this way is equivalent to establishing loop closures in single-robot SLAM, indirect
measurements are widely used in centralized visual SLAM algorithms [66, 164, 178].
The establishment of indirect measurements is still limited by the communication range
of the robots, but in practice it is feasible to establish a communication range that
81

Appendix C. Data-Efficient Decentralized Visual SLAM
exceeds line-of-sight. Furthermore, if two robots cannot communicate directly, they
might still communicate through a multi-hop network. A disadvantage of indirect
measurements, then, is that they require bandwidth to communicate. If all robots
share all data with every other robot, the amount of data exchanged is quadratic
in the number of robots. One way to mitigate the bandwidth is to exchange data
only with immediate neighbours, but this has the same reduced recall as discussed in
Figure C.2. Another way to reduce bandwidth is to use compact representations that
allow to establish inter-robot measurements with a minimal amount of data exchange.
Visual feature-based maps can be compressed by compressing feature descriptors [127],
substituting feature descriptors for corresponding cluster centers in a visual vocabulary
[192], removing landmarks that prove not to be necessary for localization [43, 57] or
using compact full-image descriptors [7]. In previous work, we have shown another
way to reduce the bandwidth of place recognition: data exchange can be reduced by
a factor of the robot count if the problem can be cast to key-value lookup[38]. In this
work, we use [38], an advanced version of [39] which at the same time makes use of a
compact, state-of-the-art place representation, NetVLAD [7]. [192] is used in association
of visual features for relative pose estimation.

C.2.3

Integrated Decentralized SLAM

Several systems have previously combined decentralized optimization and relative pose
estimation into decentralized SLAM. Several optimization works cited in Section C.2.1,
such as [32, 158] use direct relative measurements and can thus be considered full
decentralized SLAM systems with the recall limitation illustrated in Figure C.2. DDFSAM [46] has been extended to a decentralized SLAM system in [47] by adding a
data association system which matches planar landmark points. This system has been
validated in the real world, but the landmarks consisted of manually placed poles that
were detected by a laser range finder. [114] establishes relative poses by exchanging
and aligning 2D laser scan edges. [32] has been extended to a decentralized SLAM
system in [31] where data association is provided by identification and pose estimation
of commonly observed objects. This approach relies on the existence of unique, pretrained objects in the environment. The majority of decentralized SLAM systems we
have found in our literature review are not vision-based. A first decentralized visual
SLAM system has been proposed in [22], but it relies on exchanging the full maps
among robots. Furthermore, it is only evaluated on 50m × 50m L-shaped trajectory and
with only two robots, with images obtained from a simulated environment. In contrast,
we evaluate our system on a large scale scenario, with more robots, on real data, and
our system uses state-of-the-art algorithms which exchange far less than the full maps.
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Figure C.3 – Components and interactions in our system. The diagram shows the components
that run on each robot. The colored blocks indicate components that communicate with other
robots. Sharp corners indicate software modules, rounded corners indicate data. DVPR:
Decentralized visual place recognition, VO: visual odometry, RelPose: Geometric verification
and relative pose estimation, DOpt: Decentralized optimization.

C.3

Methodology

The proposed decentralized SLAM system consists of |Ω| robots Ω = {α, β, γ, . . .}
which each execute the system illustrated in Figure C.3. The images taken by a camera
are fed to both NetVLAD [7] and a visual odometry (VO). NetVLAD produces a
compact image representation used for decentralized visual place recognition (DVPR)
[38], which itself produces candidate place recognition matches. The VO produces
a sparse feature map that can be used for localization. The relative pose estimation
module (RelPose) extracts the parts of the sparse map that are observed at the candidate
place matches and uses them to establish relative poses between the robots trajectories,
or to reject candidate matches. The decentralized optimization module (DOpt) [32]
obtains the initial guess from the map, intra-robot relative pose measurements E I from
the VO and the inter-robot relative pose measurements ES from RelPose, and updates
the map. The system works continuously as new images are acquired and assumes
that every robot can communicate with every other robot.

C.3.1

Intra-Robot Measurements

Intra-robot measurements are obtained from a visual odometry (VO) algorithm. Any
VO algorithm can be used in our system as long as it fulfills the following requirements:
1) It produces a pose graph. The VO of robot α defines frames Fα = {(α, 1), (α, 2), (α, 3), ...}
and provides the intra-robot measurements
.
E I,α = {z̄ααii+1 ∀(α, i ), (α, i + 1) ∈ Fα }
.
α
z̄ααii+1 = ( R̄αii+1 , t̄ ααii+1 ) ∈ SE(3)

(C.1)
(C.2)
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describing pose transforms between subsequent frames.
2) Each pose is associated to an image to be used for place recognition. We denote this image
by Iαi . Our current system does not yet take full advantage of a multi-camera setup,
which could be a useful future extension. The image capture time is denoted as tαi 1 .
3) The VO provides absolute scale, as implied by (C.2). Monocular VO typically estimates
the pose up to a scale due to scale ambiguity. Scale can be obtained from a stereo
camera or by fusing with inertial measurements.
In our implementation, we use for visual odometry ORB-SLAM [148] in stereo configuration.

C.3.2

Inter-Robot Measurements

The inter-robot measurements are
.
ES = {z̄αβij |α 6= β}

(C.3)

with z̄αβij defined like (C.2). They are established in two phases: Given its latest image
Iαi , robot α first tries to determine whether there is any image Iβ j of the same scene
previously captured by another robot. This is achieved using decentralized visual place
recognition, detailed in Section C.3.3. Then, if ∃ Iβ j , α tries to establish z̄αβij using the
method detailed in Section C.3.4. This two-phase approach is pursued because, as we
will see, establishing relative poses consumes more data than recognizing whether
∃ Iβ j . The first phase is capable of reducing the amount of data to be exchanged
by determining which robot to send the relative pose query to, and by determining
whether it is worthwhile to send it in the first place, using a minimal amount of data.

C.3.3

Decentralized Visual Place Recognition

The first phase is accomplished by matching image Iαi to the images previously captured
by the other robots, { Iγk |tγk < tαi }, using the full-image descriptor NetVLAD [7].
NetVLAD uses a neural network to calculate a vector vαi ∈ RDNetVLAD from Iαi . In rough
terms, it is trained such that kvαi − vγk k`2 is lower if Iαi and Iγk observe the same scene
than if they observe different scenes. For more details, see [7]. NetVLAD is well-suited
for decentralized place recognition, as vαi is all that robot α needs to send to robot γ to
establish whether a matching image exists among { Iγk }. Concretely, we seek the image
Iβ?j captured by another robot whose NetVLAD vector v?β j has the shortest `2 distance
1A

common time reference is hard to establish, and, strictly speaking, not well defined, so consider tαi
a Lamport timestamp [113]. tαi is not actually used in the implementation, so this detail is not particularly
important.
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to vαi and which satisfies
v αi − v β j

`2

< τNetVLAD

(C.4)

where τNetVLAD is a threshold parameter. Iβ?j can be found by sending vαi to all other
robots, but we use a method that requires |Ω| times less data exchange [38], which
is particularly interesting for scaling to large robot teams. In this method, each robot
γ is pre-assigned a cluster center cγ and each robot knows the c of all other robots.
The query vαi is sent only to robot δ = arg minγ kvαi − cγ k`2 , and δ replies with the
identifier of Iβ j ,

( β, j) = arg min kvαi − vγk k`2 ,

(C.5)

(γ,k):vγk ∈Vδ

if v β j also satisfies (C.4), where Vδ is the Voronoi cell Vδ = {v|cδ = arg mincγ kv − cγ k`2 }.
The query is executed for every frame of every robot, so at tαi this query has already
been executed ∀γ, k : tγk < tαi , and δ is aware of all vγk ∈ Vδ by virtue of having received the previous queries. It can thus provide ( β, j) without any extra data exchange.
This method approximates Iβ?j ∼ Iβ j ; Iβ?j = Iβ j if ∃δ : v?β j , vαi ∈ Vδ . In the method, the
cluster centers are determined using k-means clustering on a training dataset, in our
case the Oxford Robotcar Dataset [128]. The properties of the method are discussed in
more detail in [38].

C.3.4

Relative Pose Estimation

Once and if ( β, j) has been established, α sends a relative pose estimation request
to β. The relative pose estimation (RelPose) can and should heavily depend on the
visual odometry (VO) since it can benefit from re-using by-products of the VO such
as 3D positions of landmarks. In our method, we use ORB-SLAM [148] for VO and
accordingly, our RelPose implementation imitates its loop closure method. However,
it does not imitate [148] exactly, since the latter makes use of the data surrounding
the match, which in decentralized RelPose would translate into a lot of data exchange.
We want to avoid this and thus, we combine the relative pose estimation method from
[148] with the visual data association method from [192], which reduces the data to be
α→ β
sent from α to β, dRelPose , to a set of landmarks and visual word identifiers:
α→ β

dRelPose = ({(wk , pk )∀k ∈ Kαi }, α, i, j)

(C.6)

where Kαi are the keypoints observed in Iαi , wk is the identifier of a visual word
associated to keypoint k and pk is the 3D position of the landmark corresponding to
keypoint k, expressed in the camera frame of Iαi . Visual words represent Voronoi cells
in the keypoint descriptor space, here the space of ORB descriptors [170]. They provide
a quantization of the high-dimensional descriptor space, and since similar descriptors
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are likely to be assigned to the same word, word identifiers can be used for matching
keypoints between images [192]. Since this is less precise than using raw descriptors,
we provide an option to exchange full descriptors instead. Given dα→ β , β establishes
pairs of matching keypoints {(k, k0 )|wk = wk0 , @ l ∈ Kαi : wl = wk , @ l 0 ∈ K β j : wl 0 = wk0 }.
Given the corresponding pairs of landmark positions {( pk , pk0 )}, RANSAC is used to
determine an initial estimate of z̄αβij and the corresponding inlier matches M = {(k, k0 )? }.
A place match is rejected if | M | < τinliers . Otherwise, the inlier landmark position pairs
{( pk , pk0 )? } are used to refine z̄αβij to the pose that minimizes a robust 3D registration
error

∑

{( pk ,pk0 )? }

2

ρτloss (k pk − ( R̄ · pk0 + t̄ )k`2 ).

(C.7)

s
We use a robust weight loss function ρτloss (s) = arctan τloss
to reduce the weight of
remaining keypoint match outliers.

To avoid relative pose z̄αβij outliers we use a consistency check, where z̄αβij is only accepted
α0

if either: a) there is another already accepted z̄ βi 0 such that (α, i0 ) and (α, i ) are within a
j

distance of τcdist and

z̄αβij

and

α0
z̄ βi 0
j

α0

are consistent; b) no accepted z̄ βi 0 exists, but a previous
j

α0

candidate which fulfills the same conditions. z̄αβij and z̄ βi 0 are considered consistent if
j

α0

the two ways of calculating the relative position between (α, i0 ) and ( β, j) – with z̄ βi 0
j

and E I,β or with E I,α and z̄αβij – result in positions that are within a distance < τtol .
RelPose still constitutes a significant amount of data, so we introduce a parameter
τmdg (minimum distance geometric verifications) which allows to throttle geometric
verifications. Geometric verification are skipped for matches which are close to already
established relative poses. dα→ β is only sent for geometric verification to β if there is no
other (α, i0 ) matched to a frame of β such that t αi − t αi0 ` < τmdg . This assumes that
2
the VO and RelPose are consistent enough such that the resulting subset of retrievable
ES suffices to produce a globally-consistent state estimate.

C.3.5

Decentralized Optimization

In our decentralized optimization, each robot estimates its own trajectory using the
available measurements, and leveraging occasional communication with other robots.
The pose of frame (α, i ) is denoted with xαi . The trajectory of robot α is then denoted
as xα = [ xα1 , xα2 , . . .]. , where xαi = ( Rαi , t αi ) ∈ SE(3), Rαi ∈ SO(3) represents the 3D
rotation, and t αi ∈ R3 represents the 3D translation.
While our classification of the measurements (inter vs. intra) is based on the robots
involved in the measurement process, all relative measurements can be framed within
the same measurement model. Since all measurements correspond to noisy observations
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of the relative pose between a pair of poses, say xαi and x β j , a general measurement
model is:
( αi
R̄ β j = ( Rαi )T R β j Re
.
α
z̄αβij = ( R̄ βij , t̄ αβij ), with:
(C.8)
t̄ αβij = ( Rαi )T (t β j − t αi )+ t e
where the relative pose measurement z̄αβij includes the relative rotation measurements
α

R̄ βij , which describes the attitude R β j with respect to the reference frame (α, i ), “plus” a
random rotation Re (measurement noise), and the relative position measurement t̄ αβij ,
which describes the position t β j in the reference frame (α, i ), plus random noise t e .
Assuming that the translation noise is distributed according to a zero-mean Gaussian
with information matrix ωt2 I3 , while the rotation noise follows a Von-Mises distribution
with concentration parameter ω R2 , it is possible to demonstrate [30] that the ML estimate
.
x = {( Rαi , t αi ), ∀α ∈ Ω, ∀i } can be computed as solution of the following optimization
problem:

min

∑

t αi ∈R3 ,Rαi ∈SO(3) (α ,β )∈E
i j
∀α∈Ω,∀i

2

ωt2 t β j− t αi− Rαi t̄ αβij +
ω R2
2

α

R β j− Rαi R̄ βij

2
F

(C.9)

As proposed in [31], we use a two-stage approach to solve the optimization problem in
a decentralized manner: we first solve a relaxed version of (C.9) and get an estimate
for the rotations Rαi of all robots, and then we recover the full poses and top-off the
result with a Gauss-Newton (GN) iteration.
In both stages, we need to solve a linear system where the unknown vector can be
partitioned into subvectors, such that each subvector contains the variables associated
to a single robot in the team. For instance, we can partition the vector r in the first
stage, as r = [r α , r β , . . .], such that r α describes the rotations of robot α. Similarly, we
can partition p = [ pα , p β , . . .] (p represents the linearized poses) in the second stage,
such that pα describes the trajectory of robot α. Therefore, the linear systems in the first
two stages can be framed in the general form Hy = g:


H αα
 H
 βα
..
.


H αβ . . .

H ββ . . . 

..
..
.
.

 

yα
gα


yβ 
 =  gβ 
..
..
.
.

(C.10)

where we want to compute the vector y = [yα , y β , . . .] given the (known) block matrix
H and the (known) block vector g, partitioned according to the block-structure of y.
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The linear system (C.10) can be rewritten as:

∑

δ∈Ω

∀α ∈ Ω

H αδ yδ = g α

Taking the contribution of yα out of the sum, we get:
H αα yα = −

∑

H αδ yδ + g α

∀α ∈ Ω

(C.11)

δ∈Ω\{α}

The set of equations (C.11) is the same as the original system (C.10), but clearly exposes
the contribution of the variables associated to each robot.
The distributed Gauss-Seidel algorithm [16] starts at an arbitrary initial estimate
(0) (0)
y(0) = [yα , y β , . . .] and applies the following update rule, for each robot α ∈ Ω:

1
y(αk+1) = H −
−
αα



∑+H αδ yδ

( k +1)

δ∈Ωα

−

∑−H αδ yδ

(k)

+ g α  (C.12)

δ∈Ωα

−
where Ω+
α is the set of robots that already computed the ( k + 1)-th estimate, while Ωα
is the set of robots that still have to perform the update (C.12), excluding node α (intuitively: each robot uses the latest estimate). We can see that if the sequence produced
by the iterations (C.12) converges to a fixed point, then such point satisfies (C.11), and
indeed solves the original linear system (C.10).

C.3.6

Making Optimization Work Continuously

Since the map estimate handled by DOpt is not a consistent map state between iterations,
it cannot be considered as best estimate at any time. Furthermore, the optimization is
not laid out to incorporate new measurements between iterations. As a consequnce,
the map estimate is concurrently modified by the VO and DOpt, which would lead to
inconsistencies if unchecked. This can be solved using optimistic concurrency control
(OCC). In OCC, each of the processes that concurrently operate on some data operate
on their own copy. Once a process is done, its copy is merged back to the reference
state. OCC is a central concept in version control tools such as SVN and GIT, and has
recently been applied to distributed robotic systems in [33] and [72]. In our method,
the handling of VO and place recognition is considerd one process and decentralized
optimization another. We let VO and place recognition operate directly on the reference
state. Decentralized optimization, as described in Section C.3.5 is executed episodically.
At the beginning of each episode, the robots consent on a reference time te . During the
episode, only the poses xαi which satisfy tαi < te are optimized. Once the optimization
has finished, the xαi of the reference state are replaced with the newly optimized

88

C.4. Experiments
estimates x0αi . The remaining xα j for which tα j > te are corrected with:
xα j ← R · xα j + t

(C.13)

which satisfies x0αe = R · xαe + t with (α, e) referring to the frame recorded just before te .

C.4

Experiments

In the experiments, we seek to find out how much data the individual components and
the overall system use and how accurate the state estimate is as time progresses. This
will give us an idea of the applicability and scalability of the system, and will let us
identify which components are most worthwhile to be optimized in the future.

C.4.1

Data Exchange Evaluation

The components of our system that exchange data are decentralized visual place
recognition, relative pose estimation and decentralized optimization. Each of these
components could potentially be further developed to use less data. Thus, we record
data transfer for each component individually. Data transfers for the individual
components are:
α→ β

[

dDOpt = {

[

Rαβij ,

rot. iters.

episode

α→δ
dDVPR
= (α, i, vαi ),
β→α
dRelPose

=

[

z̄αβij }

(C.14)

pose iters.
δ→α
dDVPR
= ( β, j)

1
(z̄αβij , x−
β j0 x β j )

(C.15)
(C.16)

α→ β

1
with dRelPose from (C.6) and where x−
β 0 x β j is sent for the relative pose consistency check.
j

The size of data is calculated accordingly, using 6 · 8 bytes for poses z̄αβij , 9 · 8 bytes
for rotations Rαβij , 8 · DNetVLAD bytes for NetVLAD vectors, 1 byte for robot indices, 4
bytes for frame indices, 2 bytes for visual word indices wk and 3 · 4 bytes for landmarks
pk . Note that for the first part of the optimization, rotations are parametrized with 9
coefficients, because Rαβij ∈ SO(3) is not enforced in order to have a linear system.

C.4.2

Accuracy Evaluation

As it is typically done for SLAM systems, we evaluate the accuracy of our system.
Unlike of other SLAM systems, however, we evaluate the evolution of accuracy over
time. This allows us to better characterize the system. Accuracy is measured using
the average trajectory error (ATE). The ATE requires alignment to the ground truth
trajectory, which is only meaningful for connected components. Thus, we report the
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DNetVLAD
τNetVLAD
τinliers
τloss

Sec.
C.3.3
C.3.3
C.3.4
C.3.4

value
128
0.1
20
3m

τcdist
τtol
τmdg

Sec.
C.3.4
C.3.4
C.3.4

value
20m
4m
0m

Table C.1 – Default parameter values

ATE for different connected components individually.

C.4.3

Parameter Studies

A parameter that we find of particular interest is τmdg , which determines the distance
between an established relative pose z̄αβij and the next frame of α to be sent to β for
geometrical verification. τmdg can significantly reduce the data to be transmitted for
RelPose and DOpt. We verify that this does not happen at the cost of accuracy.
Another interesting parameter is the used NetVLAD dimension DNetVLAD . Since the
last layer of NetVLAD performs principal component analysis, DNetVLAD can be tuned
arbitrarily up to 4096 dimensions. The lower DNetVLAD , the lower the DVPR traffic, but
also the lower its precision.

C.5

Results

We evaluate our system on the KITTI dataset [76]. Like in [39], we split the dataset into
|Ω| = 10 parts to simulate trajectories recorded by different robots. Figure C.4a shows
the used sub-trajectories of KITTI 00 and the end result of running our system with
the parameter values shown in Table C.1 and using the visual data association method
from [192]. The corresponding data transmission is shown in Figure C.4b. Note that we
plot the cumulative data transmission up to a given time. This directly exhibits the full
amount of transmitted data and makes it easy to see time-varying bandwidth (slope).
DOpt and RelPose require the most data transmission, but as we will see, DOpt traffic
can be significantly reduced, while RelPose traffic remains high.
Figure C.5a shows the total data transmission among pairs of robots. This data
transmission is highly uneven and could require consideration in multi-hop networks,
but that is outside of the scope of this paper. DOpt and RelPose highly depend on the
trajectory overlap between robots. The higher the overlap, the more data is exchanged
by these components. Decentralized visual place recognition traffic is also uneven, but
in a different way. It is due to the clustering that assigns NetVLAD cluster centers to
robots. What we see in Figure C.5a is that robots 2, 6 and 7 are assigned the v that
represent the majority of NetVLAD descriptors in KITTI 00. This unevenness can be
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Figure C.4 – (a) Ten sub-trajectories of KITTI 00 after running our method with the parameters
in Table C.1. Each color represents an individual robots trajectory, place matches are marked
with bold black dots. The aligned ground truth is indicated with dashed lines. (b) Data
transmission over time for the three system components: decentralized optimization (DOpt),
decentralized visual place recognition (DVPR) and relative pose estimation (RelPose), using the
parameters in Table C.1. DOpt continues to run after visual odometry (VO) has ended until it
has incorporated all data produced by VO.
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Figure C.5 – (a) Data exchanged among individual pairs of robots. Row numbers indicate
sender and column numbers receiver. DOpt, DVPR and RelPose traffic is visualized separately
and separated by green lines. (b) Average trajectory error (ATE) and size of the connected
component (CC) each of the ten robots is in. As the CCs of two robots converge, so does the line
representing the frame count and ATE within these CC. Note that accuracy does not change
significantly in the optimizations executed after visual odometry (VO) has ended – the state
estimate reaches its final accuracy already before all the data is considered for optimization.
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NetVLAD dimension parameter study
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Figure C.6 – (a) Effect of changing τmdg , the parameter that controls the distance between an
α
established relative pose z̄ βi and the next frame of α to be sent to β for geometrical verification.
j

As we can see, τmdg can be used to significantly throttle the required bandwidth. This happens
without a significant effect on the ATE. The dashed line indicates RelPose data transmission
if descriptors are used for keypoint association rather than visual word indices. (b) Data
transmission and ATE as the NetVLAD dimensionality is varied, with τmdg = 10. Dashed
lines indicate RelPose data transmission if keypoints are matched with descriptors, rather than
words.

mitigated either by randomly assigning several clusters per robot or by training the
clustering on a dataset that is very similar to the data at hand, in terms of the scope of
visual appearances of keypoints. A detailed study of this problem is provided in [38].
Figure C.5b illustrates how the trajectories of the robots fuse as time progresses, and
the accuracy of the resulting connected components. Seven merge events of connected
components are apparent around seconds 15, 23, 32, 33, 39, 46 and 47, the remaining
two merges occur at the beginning of the experiment and are not visible. At each merge
event, there is a jump in connected component size and the corresponding lines in the
plot fuse. In early merge events, the ATE grows as the drift of individual components
is compounded with noise in relative pose measurements. This is most pronounced at
the merge event around second 39. Later, as more relative measurements are added,
loops are closed and the ATE decreases again, until it stabilizes around a value of 4
meters, well below 1% of the overall trajectory length.
Figure C.6a shows how increasing the minimum distance between geometric verifications τmdg can significantly reduce bandwidth requirements without negatively
affecting accuracy on KITTI. Figure C.1a shows the place matches that remain and
Figure C.1b data transmission over time with τmdg = 60m.
Figure C.6b shows how the NetVLAD dimension affects the size of transmitted data,
with τmdg = 10m. Unsurprisingly, DVPR traffic is quasi-linear with respect to the
NetVLAD dimension. However, using a too low dimension for NetVLAD leads to more
false positives, which then have to be filtered out by the relative pose estimation. This
results in a significant increase of RelPose data transmission. Conversely, increasing
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Figure C.7 – (a) Groundtruth trajectory for one of the sequences in the MIT Stata Center Dataset
[62]. (b) Ten sub-trajectories of the MIT Stata Center Dataset before and after the final loop
closure, estimated using our method. Each color represents an individual robots trajectory, place
matches are marked with bold black lines.

NetVLAD dimensions beyond a certain point does not increase precision significantly.
In Figure C.6b we can see that an efficient trade-off is reached with DNetVLAD > 100.
We also evaluated our system on one of the sequences in MIT Stata Center Dataset
[62]. Figure C.7a shows the groundtruth trajectory. Similar to the KITTI 00 dataset, we
split the sequence into |Ω| = 10 parts to simulate trajectories recorded by different
robots. Figure C.7b shows the sub-trajectories estimated using our method before and
after the final loop closure. As we can see, the final estimate given by our method
is not visually similar to the groundtruth estimate (Figure C.7a). The main reason
for this mismatch is that the graph structure in the case of MIT Stata Center dataset
is closer to a chain topology. Due to the chain topology, decentralized optimization
requires more iterations to reach consensus among robot trajectories on either ends of
the chain and therefore finds it difficult to converge to the centralized estimate. Finding
sub-trajectories which follow certain graph topologies (chain vs grid) and are favorable
for decentralized optimization can be a useful future extension.

C.6

Conclusion

We have presented a new integrated decentralized visual SLAM algorithm that is based
on state-of-the-art components. The system has been characterized using publicly
available datasets and we have explored how data transmission can be reduced to a
minimum. Based on our results, we believe that future developments of decentralized
visual SLAM will focus on one hand on even more data-efficient data association and
on the other hand on more robust decentralized optimization.
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D SIPs: Succinct Interest Points from
Unsupervised Inlierness Probability Learning
Reprinted, with permission, from:

T. Cieslewski, K. G. Derpanis, and D. Scaramuzza. “SIPs: Succinct Interest Points
from Unsupervised Inlierness Probability Learning”. In: 3D Vision (3DV) (2019). doi:
10.1109/3DV.2019.00072
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SIPs: Succinct Interest Points
from Unsupervised Inlierness Probability
Learning
Titus Cieslewski, Konstantinos G. Derpanis and Davide Scaramuzza

Abstract — A wide range of computer vision algorithms rely on
identifying sparse interest points in images and establishing correspondences between them. However, only a subset of the initially
identified interest points results in true correspondences (inliers).
In this paper, we seek a detector that finds the minimum number
of points that are likely to result in an application-dependent “sufficient” number of inliers k. To quantify this goal, we introduce
the “k-succinctness” metric. Extracting a minimum number of interest points is attractive for many applications, because it can reduce
computational load, memory, and data transmission. Alongside
succinctness, we introduce an unsupervised training methodology
for interest point detectors that is based on predicting the probability of a given pixel being an inlier. In comparison to previous
learned detectors, our method requires the least amount of data
pre-processing. Our detector and other state-of-the-art detectors are
extensively evaluated with respect to succinctness on popular public
datasets covering both indoor and outdoor scenes, and both wide
and narrow baselines. In certain cases, our detector is able to obtain
an equivalent amount of inliers with as little as 60% of the amount
of points of other detectors. The code and trained networks are
provided at https://github.com/uzh-rpg/sips2_open.
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Figure D.1 – Not many inlier correspondences (green lines) are necessary to establish a good
relative pose estimate between two image frames. In this paper, we look for a succinct interest
point detector – a detector that results in sufficient inliers after extracting as little interest points
(green circles) as possible. We introduce a corresponding metric, and a novel, unsupervised
way to train interest point detectors. In blue, the score map of our detector. Local maxima may
not be visible in print, see Figure D.3 for a close-up.

D.1

Introduction

A wide range of computer vision applications rely on establishing point correspondences between images. These correspondences can be established densely for every
pixel [166], but it is often of interest to instead establish only a sparse set of correspondences. A sparse set makes many algorithms, such as visual odometry or bundle
adjustment, far more tractable, both in terms of computation and memory. Furthermore,
in multi-agent scenarios, using a sparse set of points to represent an agent’s observation
means that less data needs to be exchanged.
Typically, a set of interest points is first identified with a detector. However, only a
fraction of these points will result in correct correspondences, as some of them will fail
to be matched to points in the other image. Of the points that do match, some will
further fail geometrical consistency, resulting in an even smaller set of inlier points.
In this work, we seek to find the minimal set of points to extract in order to obtain
a specific number of inliers, as shown in Figure D.1 for 10 inliers. While approaches
exist to reduce an already given set of detected points [204, 217], we focus instead on
directly detecting a minimal set.
To quantify this objective, we introduce the k-succinctness metric that builds on top of
the widely used matching score [136]. The matching score indicates what fraction of a
given set of points results in inliers, but it depends on the number of points extracted.
In contrast, the k-succinctness metric answers the question of how many points need
to be extracted with a given detector, and in the context of a given point matching
algorithm, to yield a certain number k of inliers. The scalar k is a parameter of the
metric, and depends on the application at hand. In our experiments, we consider P3P
pose estimation [74] as an application. Given three 3D reference points in the object
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frame and their corresponding 2D projections, P3P determines four possible solutions
for the orientation and position (pose) of a calibrated perspective camera [85]. A fourth
point is needed to disambiguate between the four solutions. So theoretically, only four
inliers are sufficient to establish a pose estimate, but we show experimentally that
instead, choosing k > 4 results in significantly better pose estimation performance.
Alongside the succinctness metric, we propose a new, simple training methodology for
interest point detectors. The network is simply trained to predict, for every pixel, the
probability of resulting in an inlier, after being subjected to non-maxima suppression
and descriptor matching. Furthermore, we show for the first time how an interest point
detector can be trained without the necessity of provided correspondence labels or
pre-calculated depths, but merely with KLT tracking. The proposed detector and other
state-of-the-art detectors are evaluated with respect to succinctness on three datasets
representing both indoor and outdoor scenes, and image pairs with narrow and wide
baseline.
To summarize, our contributions are as follows:
• The introduction of the succinctness metric, which evaluates descriptors by the
minimum number of points that need to be extracted to achieve a certain number
of inliers.
• A novel training methodology for interest point detectors that learns to predict the
probability of a pixel being an inlier correspondence, in a self-consistent manner.
The proposed method requires the least amount of training data pre-processing
to date.
• An extensive evaluation of the proposed and state-of-the-art detectors with respect
to succinctness on datasets covering both indoor and outdoor scenes, and wide
and narrow baselines.

D.2

Related work

Traditional feature detectors Classically, interest points have been selected from distinctive image locations, that is, image locations that significantly differ from neighboring
image locations. Whether an image location is distinctive can be determined explicitly
[144] or using a first-order approximation, such as the Harris [84] or Shi-Tomasi [183]
detector. Alternatively, distinctive interest points can be detected by convolving the
image with a suitable kernel, such as the Laplacian of Gaussian (LoG), or its faster approximation, the Difference of Gaussians (DoG) kernel, prominently used in SIFT [124].
Other filter-based detectors have been proposed by [14, 130]. Finally, another method
for choosing interest points is to identify image regions that explicitly resemble a
sub-type of distinctive points, such as corners. Efficient ways to do this have been
proposed by [81, 187, 200] and have found widespread popularity with [167] due to its
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highly efficient implementation. An interesting challenge in interest point detection is
ensuring that the detection is independent of scale and affine transformations. Scale
invariance can be achieved using multi-scale detection [135], while affine invariance, in
particular invariance to rotation is already given for most aforementioned detectors.
The problem with relying on distinctiveness as the interest point selection criterion
is that it does not necessarily result in high repeatability, unless all distinctive points
are selected. A more refined interest point selection criterion is needed if one wants
to preserve repeatability when extracting less points. Some of the aforementioned
works have attempted to derive such a criterion based on models or heuristics. An
alternative and more promising method to deriving this criterion is data-driven, using
machine learning. An early method based on a neural network has been proposed in
[54], though it was limited to three layers due to the computational constraints of the
time, and also only applied to the edge regions of an image. Subsequently, [165, 201,
206] used other types of regression functions to learn detectors.
CNN feature detectors With the recent popularity of convolutional neural networks
(CNNs), CNNs have also been considered for interest point detection. They are
particularly well-suited for this, as a per-pixel interest score can be directly calculated
with a series of convolutional layers. LIFT [216] was the first to exploit CNNs for
several components of the point correspondence process. It uses a separate network for
detection, orientation estimation and description of interest points. This work is trained
on patches provided by a SfM algorithm executed a priori. Lenc and Vedaldi [116] train
an interest point detector using a “covariance constraint”, which trains the response
of a network to be invariant to viewpoint changes. Savinov et al. [175] generalize this
constraint to enforce consistent ranking of responses of corresponding points between
viewpoints. Superpoint [52] proposes a sophisticated training method that involves
first fitting a network to detect labeled corners in a synthetic dataset, and later to
train invariance on real images by warping real images. In contrast to previous work,
detector and descriptor are trained jointly. Similarly, LF-Net [155] is trained on the full
point correspondence algorithm. The loss acting on the LF-Net detector is similar to
the covariance contraint of [116], augmented with a heuristic to favor responses that
resemble narrow Gaussian kernels. Additionally, a loss requiring point descriptors to
match also acts on the detector. The idea to explicitly favor sharp responses has also
been presented in [220]. We find that in our approach, peakedness happens without the
need for a specific loss, see Section D.5.5 and Figure D.3. Prior work relied on synthetic
images, synthetic warping, ground truth homopgraphies or depth for their training.
LF-Net [155], which has appeared in parallel to this work, uses COLMAP [182] to
obtain depth estimates from potentially uncalibrated image sequences. In contrast, we
show how to train our network using only KLT tracking performed on uncalibrated
image sequences, requiring less training data pre-processing.
Interest point detector evaluation The traditional way to evaluate interest point detec99
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tors is repeatability, as first introduced in [138]. Repeatability quantifies the overlap of,
generally, detected affine regions in one image and the ground truth correspondence of
the affine regions detected in the other image. Specifically, if a detector returns only
points, the affine regions can be approximated as circles that are either uniform or
scale-dependent. Repeatability was used to benchmark traditional detectors in [136,
137]. More recently, [107, 115] have used repeatability to benchmark more modern
detectors. Repeatability, however, has two issues as a metric. Firstly, performance under
repeatability depends on the number of extracted points. In the most extreme case,
when every point is “extracted as interest point”, repeatability technically reaches its
maximum value. Lenc and Vedaldi [115] address this issue to some extent by evaluating
repeatability at different specific point counts. Secondly, repeatability does not take
descriptor and matching performance into account. Consider a detector that detects
all corners of a large checkerboard. While this detector will be very repeatable, it
is likely that its points will be useless, as typical feature matchers will not be able
to distinguish them. The latter problem is addressed with the matching score [136].
Unlike in repeatability, affine region overlap is only considered if the corresponding
interest points have also been matched. However, also the matching score performance
depends on the point count. In contrast, succinctness does not depend on the point
count. Rather, it reflects the point count that is necessary to obtain k inliers. While this
shifts to a dependence on k, k should typically be given by the application.
A posteriori compression An alternative approach to finding minimal sets of interest
points would be to first extract and describe a large set of interest points, and then
reduce them to a minimal set sufficient for localization in post-processing. Several
approaches exist where this reduction is based on whether specific features are consistently detected in multiple images observing the same scene [28, 57, 120, 157, 204].
Learning to predict from single images whether already-extracted features are likely
to be matched has also been proposed [58, 86, 217], but again as a filtering step of
already-extracted features. Instead, we directly identify succinct interest points in the
detector.

D.3

Succinctness

Succinctness answers the question: how many interest points nk need to be extracted by
a detector to achieve k inlier correspondences? Hence, succinctness will not only depend
on the detector, but also the descriptor, matching, potentially other parts of a feature
matching pipeline, and whatever method is used to distinguish inlier correspondences
from outlier correspondences. Specifically, while this distinction can be made based on
ground truth information, we also allow for it to be achieved using another method,
such as geometric verification using P3P [74] with RANSAC [64]. Furthermore, just
as for other metrics, succinctness will depend on the data on which it is evaluated. In
particular, we need a mechanisms to aggregate nk across multiple image pairs, since
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nk will be different for every evaluated image pair. For this, we could use histograms,
but histograms introduce a dependency on the selected bins. Instead, we propose
to use a cumulative aggregation. Specifically, we propose the succinctness curve: the
x-axis represents a specific amount of extracted points n, and the value on the y axis
is s(n), the fraction of pairs whose nk is lower than n. s(n) can also be thought of as
the fraction of image pairs that achieve at least k inliers if n points are extracted – we
assume that inlier count increases monotonically with the amount of extracted points.
An example of such curves can be seen in Figure D.5.
To quantify succinctness over a whole dataset in a single number, we use the area under
this curve, up to a specific nmax . Formally:
AUC-nmax =

1

Z nmax

nmax

n =0

s(n)dn.

(D.1)

This number assumes values between 0 and 1. For example, if AUC-nmax = 0.8, this
means that either (80% of image pairs obtained k inliers with 0 extracted points 1 and
20% failed to obtain k inliers with nmax interest points) or (all image pairs obtained k
inliers with 0.2 · nmax interest points), or something in between these two extremes.
To rapidly determine nk for a given image pair, we perform only one detection step in
which we extract nmax interest points in both images. We then perform binary search,
where the features of both images are cropped to the n features with the highest score,
and the rest of the feature matching system is executed on those features, until we find
the smallest n that achieves at least k inliers.

D.4

System Overview

Similar to recent learned interest point detectors, we use a fully convolutional neural
network (Section D.5.7) to predict a per-pixel score map Si from an image Ii . Figure D.2
illustrates our system used for interest point detection, relative pose estimation, and
network training. Non-maxima suppression with a radius of 5px is used to find
the n highest-scoring points C = {~x } in S. This constitutes the forward pass of the
system for a single image. For training, an inlier determination module (Section D.5.3)
processes the interest points of two images and determines which of them are inliers.
The loss (Section D.5.2) is sparsely applied at the interest point locations. The inlier
determination module extracts and matches SURF descriptors [14] and uses KLT
tracking [125] in an image sequence to determine inliers. The choice of SURF as
descriptor is somewhat arbitrary – as we do not provide our own descriptor, we need
to use an existing one, and SURF proved both practical to adopt and sufficiently wellperforming. The presented method can easily be used with any other descriptor. Inlier
1 This

is of course an impossible example, but serves for illustration.
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Figure D.2 – The system we propose for training and evaluation. The neural network (NN)
calculates a pixel-wise score map Si for each image Ii . The n highest scored interest points
Ci = {~x } are selected, using non-maxima suppression (NMS). During training, an inlier
determination module (INL) matches the points and determines which matches are inliers
I(~x ). This information, together with interest point locations is used to formulate our loss L on
patches centered at the interest point locations, which is back-propagated during training (blue
arrows). During testing and deployment, the inlier determination module is replaced with a
pose estimator that uses P3P and RANSAC to find a relative pose T10 that can be compared to
ground truth for accuracy evaluation.

determination is replaced with P3P [74] with RANSAC [64] in the succinctness and
pose estimation evaluation as illustrated on the right side of Figure D.2. In RANSAC,
we use the maximum inlier set after a fixed amount of 3000 iterations. This corresponds
to finding the true solution among 10% inliers with a probability of 95%.

D.5

Training Methodology

We want the selected points to have the highest probability of being inliers. To that
end, we train our neural network to predict this probability. Selecting the points with
highest scores thus implies selecting the points that will most likely result in inlier
correspondences.

D.5.1

Inlierness Probability Model

We model point ~x being an inlier I(~x ) as a stochastic process conditioned on the patch
around ~x, P (~x ). In our model, this process results in I(~x ) with probability
P = P(I(~x )|P (~x )),

(D.2)

and in ¬I(~x ) with probability 1 − P. This is an approximation, because P(I(~x ))
of course depends on more than just P (~x ), but, as we will show empirically, this
approximation is accurate in many scenarios, and even transfers well between different
environments.
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Among the unmodeled conditions, there are ones that are not under our control, such
as the relative pose between the cameras, and ones that are under our control, such as
the interest point selection and matching method M. For the relative pose between
cameras, we assume that the two cameras point at the same scene while providing
many different examples of relative poses during training to train the network in a
viewpoint-invariant way. As for the method M, we always use the method presented
in Section D.4, and so P is implicitly conditioned on M. Note that this introduces a
circular dependency, as the interest point selection itself depends on the predicition
of P. This means that there is no “ground truth” for P – our system will start in an
arbitrary state and if trained well, it will converge to a self-consistent state.

D.5.2

Loss function

P can be learned using the cross-entropy loss:

`I(~x) ( P) = − log( P),

`¬I(~x) ( P) = − log(1 − P),

(D.3)

where `I(~x) ( P) is the loss applied if I(~x ) and `¬I(~x) ( P) the loss applied otherwise.
To provide the reader with an intuition of why this is the case, we briefly re-iterate
the corresponding theory. In principle, given ~x, the loss should move P up if it is
under-estimated, suppress it if it is over-estimated, and maintain it if it is correct.
However, according to our model, during training only random samples I(~x ) and
¬I(~x ) will be provided. Hence, the best thing that we can do is to make sure that this
condition holds over a large quantity m of training steps involving a particular ~x. In
m such training steps, the expected amount of steps where I(~x ) holds is Pm and the
expected amount of steps where ¬I(~x ) holds is (1 − P)m. Thus, for these contradicting
training steps to cancel each other out at the true P in the long term, the gradients of
the loss should satisfy:
P

∂
∂
`
( P) + (1 − P) `¬I(~x) ( P) = 0.
∂P I(~x)
∂P

(D.4)

Similarly, the first term of (D.4) should be larger than the second one if P is underestimated and smaller if P is over-estimated. These conditions are satisfied by the
cross-entropy loss (D.3).

D.5.3

Unsupervised inlier determination

Previous methods used for training interest point detectors either involved labeled data
[52], synthetic warping of planar scenes [52, 116], or 3D scenes annotated with ground
truth depth [155, 175], or ground truth correspondence labels provided in another
manner. LF-Net [155], which has appeared in parallel to this work, uses COLMAP [182]
to provide dense depth estimates, which allows training from uncalibrated image
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sequences just as our method. Instead, we propose to use Lucas-Kanade tracking (KLT)
[125] to determine correspondences. This has the benefit of lower computation and
storage requirements.
Given a pair of forward passes from two images, and the intermediate images in the
sequence, the interest points are tracked image-to-image, through all intermediate
images, using KLT. This can be applied to wide baseline image pairs, provided the
interest points can be tracked through the intermeidate frames. To discard poorly
tracked points, each image-to-image tracking is verified with a bidirectional check,
where a track is only considered successful if tracking forwards and backwards results
in an error that is below one pixel. Using just this information would allow us to train a
repeatable detector, but we also want to take the used descriptor in consideration during
training. Hence, an interest point is only considered an inlier if the correspondence
obtained from KLT is within 3pixels of the one obtained from descriptor matching.
Of course, this correspondence method could potentially be applied in conjunction
with other losses, such as [155]. Similarly, our training method is not restricted to
using this method for inlier determination. For example, for calibrated stereo image
sequences, we can find the depths of the interest points in one of the two images (of the
training pair, not the stereo pair) using epipolar stereo matching. Then, the depths can
be used to perform P3P RANSAC with the interest points of the other images, resulting
in inlier labels from P3P RANSAC, a method which even more closely mirrors our
evaluation. Alternatively to these methods, any method, or labels, providing ground
truth correspondence can be used in a similar fashion to inlier determination using KLT
tracking. In particular, note that KLT tracking is not suitable to label correspondences
when intending to train illumination invariance. Illumination invariance can be trained
using images without changes in viewpoint [115] or images where true pose and depths
are known [1].

D.5.4

Sparse loss application

Similar to recent work, we only apply our loss at sparse locations. Specifically, the loss
is only applied at the extracted interest points. During training, 500 interest points are
extracted. Ono et al. [155] argue that a loss should be applied at all correspondences
to reach convergence, but we find that this is not the case in our training framework.
The fact that we do not also need to train a descriptor, but use an already existing one,
might facilitate convergence in our case.
As a consequence of the application of a sparse loss, it is possible that the probability
prediction is only properly trained for the higher probability values, which are the
values at which interest points are extracted. Since we are only interested in inlierness
probability prediction for interest points, however, this is not considered an issue.
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Figure D.3 – Close-up of our CNN response. Green circles indicate interest points selected in
the image.

D.5.5

Avoiding degenerate relative poses

To achieve good performance in pose estimation, features need to be well-distributed
in the image. There are generally two approaches to ensure such a distribution. Firstly,
non-maxima suppression (NMS), which ensures that there is a minimum distance
between two selected interest points. Secondly, binning, where a grid is overlayed over
the image, and a specific amount of interest points is extracted in each bin. While
binning has proven to be useful in several applications [67, 149], it seems to be at odds
with the idea of succinctness, where repeatability at low point counts is key: if a certain
point crosses a bin boundary between the two images to be matched, it is very likely
that it will only be selected in one of the images, as it potentially has to compete for the
highest score with completely different interest points between the bins. Instead, NMS
seems to be a less intrusive way to distribute the points in the image. We use a NMS
radius of 5px. While this seems to be a relatively low radius, we find that applying it
during training results in extremely peaked responses, without any further response
peakedness loss as in [155, 220]. As can be seen in Figure D.3, a local maximum is
typically contained within 3 × 3 pixels, often with a single pixel having the clearly
highest response. Plenty of other examples can be seen by zooming into Figure D.1
and renderings provided in the supplementary material.

D.5.6

Image pair selection

While some training datasets like HPatches [13] provide pre-selected image pairs, we
are also interested in training from uncalibrated image sequences. Here, two images
need to be from the same scene for training and evaluation to be meaningful. This
poses a problem, as we want to avoid manual annotation or additional labels such as
ground truth pose. LF-Net [155] addresses the problem of pair selection in sequences
by sampling pairs at specific time differences. However, this would not guarantee scene
overlap between the two images on general image sequences. We instead determine
scene overlap using KLT. For every sequence, a preprocessing step is executed where
points are sampled densely in the full image, at some distance to each other, to remain
tractable. These points are then tracked using KLT, and new points are detected to
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keep the image densely sampled. Then, based on the tracks, we track for each image
the fraction of tracked points in subsequent images (“overlap”), until no points from
the original image are tracked. This information is stored and used during random
pair selection to select two images such that the second image has a minimum overlap
o with the first image.

D.5.7

Neural Network Architecture

Our network is a fully convolutional network with 3 × 3 kernels and unit strides
throughout, and leaky ReLU activations, except at the final layer. The final layer
activation is a sigmoid activation to constrain the output to ]0, 1[. The only two
hyperparameters we consider are the depth (layer count) and width of the network, d
and w. We use w2 channels in the first half layers and w in the second half, except for
the final channel which outputs a single channel. We use two models for evaluation:
firstly, a multi-scale model that calculates score maps at five different scales and uses
√
12 layers and a width of w = 256. The scale factor is 2 and all scales share the same
weights. Secondly, a single-scale model that uses 10 layers and a width of w = 128.

D.6

Experiments

Previous work [107] has shown that learned interest point detectors tend to perform
poorly on real-world datasets. This motivates our first set of evaluations, which is
on robotics datasets. We then also evaluate on the wide-baseline HPatches dataset
[115]. Unlike prior benchmarks, however, we evaluate succinctness and pose estimation
accuracy. Finally, we evaluate the accuracy of the inlierness probability prediction.

D.6.1

Compared detectors

We evaluate succinctness for SIFT [124], SURF [14], LF-Net [155] (which has appeared
in parallel to this work), SuperPoint [52], and our proposed network. For SIFT and
SURF, we use the OpenCV implementations, while for LF-Net and Superpoint, we use
the publicly available code and pre-trained weights. Unfortunately, LFNet does not
provide the scores of the detected points, preventing us to do the binary search for n
(Section D.3), so our comparison is based on extracting three specific interest point
counts n = (50, 100, 150).

D.6.2

Succinctness on Robotics Datasets

To evaluate succinctness on robotics datasets, we consider the outdoor/autonomous
driving dataset KITTI [76], and the indoor/drone dataset EuRoC [24]. While our system
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supports multi-scale extraction, experiments on a validation sequence of KITTI show
that multi-scale does not improve performance on these rather narrow-baseline datasets,
so we only train the system at a single scale. For training the network used in these
experiments, we only use image pairs from the TUM mono [60] and Robotcars [129]
datasets. For testing, we use sequence 00 of the KITTI dataset and V1_01 of EuRoC.
From each testing sequence, we randomly select 100 image pairs according to the
method outlined in Section D.5.6, with the minimum overlap o set to 0.5. These pairs
are consistent for all evaluated methods. The indices of the image pairs and visualized
samples are provided in the supplementary material.
The evaluation datasets come with ground truth poses, which allows us to evaluate
pose estimation error as a function of the selected minimum inlier count k. We obtain
relative pose estimates using P3P [74] with RANSAC [64], where the 3D location of
points of one of the images is obtained from stereo matching. This can be done as both
evaluation datasets were recorded with stereo cameras. Position and rotation errors
are considered separately, but their distribution over the evaluation set is summarized
as one number in a way similar to succinctness. Consider a plot where the x axis
represents the error and the y axis represents the fraction of image pairs that result in
an error that is lower than x. Then, we use the AUC-1 (D.1) (1 meter for translation
and 1 degree for rotation) to represent the distribution. For example, if the AUC-1 is
0.8, then either (80% of the pairs have a perfect estimate and 20% fail RANSAC) or (all
pairs have an error of 0.2), or something in-between these extremes. For position error
we use Euclidean distance in meters and for rotation error we use geodesic distance
(angle of angle-axis representation) in degrees.
In Figure D.4 we inspect how pose estimation quality changes as a function of required
inlier count k, and what the corresponding succinctness is. As we increase k to 10 in
either dataset, significant improvements in pose accuracy can be observed. Beyond 10,
accuracy further improves, but at a slower pace. In terms of succinctness, out method
outperforms baselines for all evaluated k on KITTI and for k < 15 on EuRoC, beyond
which SuperPoint slightly outperforms our method.
In Figure D.5, we show succinctness curves for the specific value of k = 10. In contrast
to Figure D.4, this allows us to see some more nuance, such as the fact that in the
EuRoC dataset, our method has the highest success rate at 75 interest points or less,
but at higher interest point counts, SuperPoint has higher success rates on EuRoC.

D.6.3

Pose accuracy with fixed point count

Informed by these results, we consider a practical case, where the amount of extracted
interest points is fixed to 50, which, according to Figure D.5, should result in 80%
of testing samples having at least 10 inliers. Figure D.6 shows the distribution of
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Figure D.4 – The role of the required inlier count in pose estimation quality, evaluated on KITTI
00 and EuRoC V1_01 (EuRoC uses AUC-5 for the rotation error). As we increase the required
inlier count k, rotation (dashed) and translation (dotted) precision increases, but succinctness
(solid) drops.
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Figure D.5 – Succinctness and AUC-200 values on KITTI and EuRoC with k = 10. At low point
counts, the least amount of points need to be extracted with our detector. AUC could not be
evaluated for LF-NET, as only n ∈ {50, 100, 150} were sampled.
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Figure D.6 – Pose estimation errors on KITTI and EuRoC when extracting 50 points and using
the best inlier set with at least 10 inliers after 3000 RANSAC iterations. The dashed lines stand
for rotation errors and the dotted lines for translation errors. The curves end with the largest
error obtained with 10 inliers.
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Figure D.7 – Actual inlierness frequency versus predicted inlierness probability after extraction,
matching, and P3P + RANSAC verification of 50 interest points. Inlierness frequency is
calculated within bins defined by the predicted probability, bin ranges are indicated by the
width of the red lines, and their cardinality by the blue lines. The black line indicates perfect
inlierness probability prediction.

rotation and translation errors of the relative pose estimates obtained when using the
best inlier set with at least 10 inliers after 3000 RANSAC iterations. As we can see,
our method generally performs best at this low interest point number, with the other
learned detectors performing similarly on EuRoC, but worse on KITTI.

D.6.4

Inlierness probability prediction

We have trained our network to predict the probability of a pixel resulting in an
inlier. Besides resulting in a succinct interest point detector, Figure D.7 shows that
the ability to predict this probability generalizes well, even if tested with a smaller
number of extracted points, here 50 instead of 500. On KITTI, the predicted probability
is somewhat overconfident, especially at the higher end. However, only few points
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Figure D.8 – Succinctness and AUC-200 on HPatches with k = 10. Wide baselines seem to be
challenging for learned interest point detectors, in terms of succinctness. Among the learned
detectors, our multi-scale detector trained on the HPatches training set performs best, almost
as good as SIFT and SURF. AUC could not be evaluated for LF-NET, as only n ∈ {50, 100, 150}
were sampled.

have a predicted probability beyond 75%. Consequently, few samples were available to
calculate the inlier frequency that the probability prediction is compared to.

D.6.5

Succinctness on Wide Baseline

While the previous outdoor and indoor datasets represent scenes that are likely encountered in robotic applications, such as autonomous driving and autonomous drone flight,
they exhibit a relatively narrow baseline. To evaluate our method on more extreme
viewpoint changes, we consider the viewpoint sets of HPatches [13, 115], with the
training and testing split as suggested by the authors. For HPatches, we find that we
need to train multi-scale, as several pairs in our validation sequence exhibit strong scale
changes. The network is trained on the HPatches training sets only. For performance,
we downscale the HPatches images such that the largest dimension is at most 1000px,
and convert the images to grayscale. The results are shown in Figure D.8. Consistent
with the observation of [115], SIFT and SURF do very well here. When trained on
wide baselines, our network can achieve similar performance, as does LF-NET. Here,
Superpoint performs worst, but remarkably well considering that multi-scale is not
explicitly expressed in its architecture.

D.7

Conclusion

In this work, we set out to find a detector that has good performance at low numbers of
extracted interest points. Extracting a minimum number of interest points is attractive
for many applications, because it can reduce computational load, memory, and data
transmission. To quantify this goal, we have introduced the succinctness metric, which
measures the miminum required number of interest points to achieve a certain number k
of inliers. In our experiments, the choice of k has been driven by relative pose estimation
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using P3P and RANSAC. We have evaluated several state-of-the-art detectors, along
with a novel detector which can be trained with the least amount of training data
labeling and pre-processing to date. Our detector consistently exhibits top performance
in terms of succinctness. Additionally, it boasts an interpretable score which can be
used to predict the probability that an interest point will yield an inlier.

Acknowledgments
This work was supported by the National Centre of Competence in Research (NCCR)
Robotics through the Swiss National Science Foundation and the SNSF-ERC Starting
Grant. The Titan Xp used for this research was donated by the NVIDIA Corporation.
Konstantinos G. Derpanis is supported by a Canadian NSERC Discovery grant. He
contributed to this work in his personal capacity as an Associate Professor at Ryerson
University.

111

50-100 required
>100 required
< 50 required

distance [meters]

8
6
4
2
0

0

2

4
6
8
10
12
angle difference [degrees]

14

(a) KITTI 00

distance [meters]

Appendix D. SIPs: Succinct Interest Points from Unsupervised Inlierness
Probability Learning
1.4
1.2
1.0
0.8
0.6
0.4
0.2
0.0

50-100 required
>100 required
< 50 required
0

5

10
15
20
25
angle difference [degrees]

30

35

(b) EuRoC V1_01

Figure D.9 – True pose difference plots for KITTI and EuRoC. Different markers indicate
different numbers of interest points that are required using our method to obtain 10 inliers.
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D.8.1

CSV files

As written in the paper, a detailed CSV file is attached for each of the two robotic
testing datasets. This file contains the columns:
• name: sequence name and the indices of the two images that form the pair.
• dR, dt: ground truth difference in rotation and translation between the two
image frames.
• nmin: number of points that needs to be extracted to obtain 10 inliers.
• eR, et: rotation and translation error of the relative pose estimate.
Both dR and eR are measured with the geodesic distance, in degrees, which corresponds
to the angle of the angle-axis representation of the relative rotation.

D.8.2

True pose difference plots

To provide an intuition for the robotic testing sets, we plot the distribution of true
relative poses in Figure D.9. Note the difference between the two datasets: KITTI
exhibits larger translation distances, while EuRoC exhibits larger orientation differences.
Recall that given the first image, the second image is randomly sampled among
subsequent images with a scene overlap of at least 50%.
Besides showing the distribution, this plot also indicates how many interest points
need to be extracted to obtain 10 inliers for each pair. While generally, more points are
required at larger pose differences, there are no very clear boundaries — relative pose
is not a strong predictor of succinctness for an image pair.
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D.8.3

Match renderings

Several match renderings akin to Figure 1 in the paper are attached. They show the
input image, score output and the inliers when detecting 50 interest points. Probability
prediction is indicated with the thickness of the circle, and inlier matches are connected
with lines. The plots demonstrate the peakedness of our response and validates that
our method works as expected.

D.8.4

Sequence videos

We visualize the stability of our interest points as well as the correlation of that stability
with predicted inlierness probability with a video composed of the score maps extracted
over the full testing sequences.
To highlight succinctness, only 50 points are extracted in each frame. Note that the
interest points are independently extracted in each frame. Still, many of the interest
points behave as if they were directly tracked, especially the ones with high scores, as
indicated by thicker circles. This corroborates our results about succinctness — few
points are needed to obtain sufficient inliers. Furthermore, the natural peakedness of
our score response can be easily discerned in the videos.
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Points
Reprinted, with permission, from:

T. Cieslewski, M. Bloesch, and D. Scaramuzza. “Matching Features without Descriptors:
Implicitly Matched Interest Points”. In: British Mach. Vis. Conf. (BMVC). 2019
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Matching Features without Descriptors:
Implicitly Matched Interest Points
Titus Cieslewski, Michael Bloesch and Davide Scaramuzza

Abstract — The extraction and matching of interest points is a
prerequisite for many geometric computer vision problems. Traditionally, matching has been achieved by assigning descriptors to
interest points and matching points that have similar descriptors. In
this paper, we propose a method by which interest points are instead
already implicitly matched at detection time. With this, descriptors
do not need to be calculated, stored, communicated, or matched
any more. This is achieved by a convolutional neural network with
multiple output channels and can be thought of as a collection of a
variety of detectors, each specialised to specific visual features. This
paper describes how to design and train such a network in a way that
results in successful relative pose estimation performance despite the
limitation on interest point count. While the overall matching score is
slightly lower than with traditional methods, the approach is descriptor free and thus enables localization systems with a significantly
smaller memory footprint and multi-agent localization systems with
lower bandwidth requirements. The network also outputs the confidence for a specific interest point resulting in a valid match. We
evaluate performance relative to state-of-the-art alternatives.

Multimedia Material
Source code and data for this work are available at
https://github.com/uzh-rpg/imips_open.
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Figure E.1 – We propose a CNN interest point detector which provides implicitly matched
interest points: descriptors are not needed for matching. This image illustrates the output of
the network. Hue indicates which channel has the strongest response for a given pixel, and
brightness indicates that response. Circles indicate the interest points, which are the global
maxima of each channel. Lines indicate inlier matches after P3P localization.

E.1

Introduction

Many applications of computer vision, such as structure from motion and visual
localization, rely on the generation of point correspondences between images. Correspondences can be found densely [63, 88, 166], where a correspondence is sought
for every pixel, or with sparse feature matching, where correspondences are only
established for a few distinctive points in the images. While dense correspondences
capture more information, it is often of interest to establish them only sparsely. Sparse
correspondences make algorithms like visual odometry or bundle adjustment far more
tractable, both in terms of computation and memory.
Sparse feature matching used to be solved with hand-crafted descriptors [14, 124,
170], but has more recently been solved using learned descriptors [52, 155, 216]. In
this paper, we propose a novel approach that exploits convolutional neural networks
(CNNs) in a new way. Traditionally, features are matched by first detecting a set of
interest points, then combining these points with descriptors that locally describe their
surroundings, to form visual features. Subsequently, correspondences between images
are formed by matching the features with the most similar descriptors. This approach,
which has been developed with hand-crafted methods, has been directly adopted in
newer methods involving CNNs. As a result, different CNNs have been used for
the different algorithms involved in this pipeline, such as interest point detection,
orientation estimation, and descriptor extraction.
We propose a method that uses only a single, convolution-only neural network that
subsumes all of these algorithms. This network can be thought of as an extended interest
point detector, but instead of outputting a single channel that allows the selection of
interest points using non-maximum suppression, it outputs multiple channels (see
Figure E.1). For each channel only the global maximum is considered an interest point,
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and the network is trained in such a way that the points extracted by the same channel
from different viewpoints are correspondences. As with traditional feature matching,
geometric verification is required to reject outlier correspondences. The network can
alternatively be thought of as a dense point descriptor, but instead of expressing
descriptors along the channel axis of the output tensor, each channel represents the
response to a function defined in the descriptor space.
An important benefit of our method is that descriptors do not need to be calculated,
stored, communicated or matched any more. Previously, the minimal representation
of an observation for relative pose estimation consisted of point coordinates and their
associated descriptors. With our method, the same observation can be represented
with as little as the point coordinates (3 bytes for up to 4096 × 4096 images), ordered
consistently with the channel order.
We provide an evaluative comparison of our method with other state-of-the-art methods
on indoor, outdoor and wide-baseline datasets. As our evaluations show, it is a viable
alternative to methods involving explicit descriptors particularly with narrow baselines,
achieving a similar pose estimation performance.

E.2

Related Work

Modern feature matching can be best understood by considering the sub-problems
and their historical context. Calculating dense correspondences for images used to be
prohibitive, so instead early work concentrated on finding sparse sets of points that
could be used for correspondence generation. In a first interest point detector, [144]
identified points which are explicitly distinct from the points that surround them—thus
increasing the likelihood to be unambiguously matched in another image. Subsequently,
faster approximations for distinctiveness have been found, whether using first-order
approximations [84, 183], or convolutional filters [14, 124]. Alternatively, a detector
can explicitly target a subset of distinctive points, such as corners and dots [167]. All
of these methods calculate a response for every pixel in the image, and the n pixels
with the largest response are selected as interest points. This process typically involves
non-maximum suppression in order to prevent directly neighboring points from being
selected.
Once a set of interest points is extracted in the images, they need to be matched between
each other to establish correspondences. One can match points based directly on the
surrounding image patches, but this is fragile to slight changes in illumination and
viewpoint. Instead, descriptors can be used, which are functions of patches and whose
output is typically lower-dimensional, but invariant to some amount of illumination
and viewpoint change, yet still distinctive enough to differ between the different points
extracted in one image. A popular class of traditional descriptors is histograms of
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gradients (HoG) [124]. Another example are binary descriptors, which are particularly
efficient to calculate [27, 117, 170].
Most descriptors, however, are still sensitive to large affine transformations such as
changes in scale and orientation. Consequently, modern feature matchers use multiscale detection [117, 135], and orientation estimation [124, 170]. A wide variety of
traditional feature matching systems comprising these components exist, see the survey
in [147].
Recent success of convolutional neural networks (CNNs), however, has led the community to revisit these systems and replacing their components with CNN-based methods.
For detection, the traditionally handcrafted “featureness” responses can directly be replaced with a fully convolutional neural network. Rather than just imitating traditional
interest point detectors, CNN-based detectors can be trained to be invariant across
different viewpoints [116], to present consistent ranking in the images in which they
are extracted [175] and to provide particularly sharp and thus unambiguous responses
[220]. A majority of these methods is compared in [115]. CNNs are furthermore proven
function approximators for image patches and thus well suited for descriptor calculations. The output channels of a CNN can simply be interpreted as the coefficients
of a descriptor [82, 101, 123, 141, 185, 210, 219]. A comparison of traditional and
learned descriptors is provided in [181]. While the results of comparing CNN-based
methods to traditional methods do not yet suggest absolute superiority of CNN-based
methods [181], an advantage of CNN-based methods is that they are malleable: firstly,
they can adapt to and learn from new data: Consider an application where the type
of environment is known beforehand—CNN-based methods can be trained to work
particularly well on that particular type of environment. Secondly, they can adapt to or
be trained together with other components of a larger system.
Two recent systems that fully integrate CNN-based methods and do this kind of joint
training are LF-Net [155] and SuperPoint [52]. LF-Net [155] builds on top of a previous
method by the same authors, LIFT [216], the first such system, in which the method was
trained on a set of pre-extracted patches. [155], instead, is trained in a self-supervised
and more unconstrained manner, only requiring an image sequence with ground truth
depths and poses. Like [216], [155] uses separate CNNs for multi-scale interest point
detection, feature orientation estimation and feature description. In contrast, SuperPoint
[52] only contains an interest point detector and a feature descriptor network, both of
which are sharing several encoder layers. It also does not explicitly express multi-scale
detection, but rather trains multi-scale detection implicitly. It is first pre-trained on
labeled synthetic images, then fine tuned on artificially warped real images. Both
[155] and [52] still consider the traditional components of feature detection as separate
functional units, even if the whole system is trained end-to-end.
In contrast, we offer a novel approach in which all components are subsumed into a
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Figure E.2 – Overview of our approach. Given an image, a CNN computes n activations, the
argmax of which are considered the n interest points. The interest points from two different
images are matched by channel. During training, these matches are labeled as inliers, outliers, or
unassigned using ground truth correspondences. Our loss promotes inliers, penalizes outliers,
and suppresses redundancy. For evaluation, the correspondences are used to compute a relative
pose between two images which is compared against ground truth.

single network. Beside having the benefit that all components can be jointly trained
(from scratch) and thus tailored to one another, we also get rid of explicit descriptors.
Instead, interest points are implicitly matched by the CNN output channel from which
they originate. In practice, this results in memory, computation and potentially data
transmission savings, as descriptors do not need to be stored, matched or communicated
any more.
There have been some previous attempts to significantly reduce the amount of data associated with descriptors. In [192], the authors replace descriptors with word identifiers
of the corresponding visual word in a Bag-of-Words visual vocabulary [186]. This can
be used jointly with Bag-of-Words place recognition in order to facilitate multi-agent
relative pose estimation with minimal data exchange. In [127], the authors propose
highly compressed maps for visual-inertial localization in which binary descriptors are
projected down to as little as one byte. In contrast, our approach circumvents the use
of any explicit descriptor, by implicitly embedding a form of descriptor in the learned
detection algorithm itself.

E.3

System Overview

In analogy to other state-of-the-art approaches for interest point detection, we employ a
neural network to predict a per-pixel response from an input image. But instead of only
predicting a single output score for every pixel, we predict n different activations, see
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Figure E.2. The neural network consists of 14 layers of 3 × 3 convolutions with stride 1
and leaky ReLU activations, except for the final activation, which is a sigmoid. The
first half layers output 64 channels, the second half 128. From each final output channel
i, we extract the argmax as i-th interest point with coordinates ci . The key concept is
that we then implicitly match the interest point from the same output channel across
multiple frames. This has the advantage of inherently solving the data association
problem, without the need to use descriptors explicitly. Formally, point ci from image
I is matched with point ci0 from image I 0 . At test time, a relative pose between both
images can then be computed based on the corresponding interest point coordinates.
During training, an inlier determination module (Section E.3.1) processes the matches
(ci , ci0 ) and determines which of them are inliers. This relies on ground truth correspondences Ψ (ci ). Interest points, correspondences and inlier labels shape mini-batches
that contribute to the loss for a given training step as described in Section E.4. During evaluation and deployment, the inlier determination module is replaced with an
application-specific geometric verifier, such as a perspective-n-point (PnP) localizer. In
our experiments, we evaluate our system with P3P [74] localization using RANSAC [64],
which produces a relative pose estimate. We compare this pose estimate to the ground
truth relative pose to assess the viability of our method for visual pose estimation.

E.3.1

Inlier and True Correspondence Determination

Our training methodology requires inlier labels and correspondences in order to
calculate the loss. Given a method Ψ to calculate true correspondences between the
two images provided in a training step, we label an interest point ci as inlier if the
correspondence of the matched interest point from the other image Ψ −1 (ci0 ) is within
3px of the matched interest point in the other image and vice versa. Otherwise, the
match is either labeled an outlier if the correspondence lies somewhere else within the
respective image, or unassigned if it is outside the image frame. In some datasets, a
method to compute ground truth correspondence is provided. If such a method is
not provided, correspondence can be calculated from ground truth depth and pose
[175]. In case these are not provided either, the correspondence can be estimated using
an SfM algorithm [155] given image sequences, or by using direct tracking such as
KLT [125]. With this only image regions with sufficient texture can be tracked, which is
acceptable since image regions without texture are unlikely to be of interest.

E.4

Training Methodology

We use standard iterative training using Adam updates [104]. In each iteration, a
training sample, which consists of two images of the same scene is forwarded through
the system to obtain a set of matches {(ci , ci0 ), i ∈ {0, . . . , n − 1}} and an associated set
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chn.
0
1
2

label
inlier
outlier
unass.

P ( c0 )
↑
↓
↓

P ( c1 )

↓

P ( c2 )

P (d00 )

P (d10 )

↑

P (d20 ))
n/a
n/a
n/a

Table E.1 – Mini-batch toy example to illustrate losses. For inliers, the activation of the maxima
is strengthened while suppressing the activation in the other channels. For outliers, the
activation of the maxima is weakened while promoting the response of the true correspondence.

of true correspondences {(di , di0 ) = (Ψ (ci ), Ψ −1 (ci0 ))} according to Figure E.2. During
training, the loss is only applied at these sparse locations. In order to allow for efficient
gradient backpropagation, patches are gathered from these locations. In image I, two
mini-batches are formed: one from stacking interest point patches P (ci ) centered around
ci and shaped according to the receptive field, r × r, of a single pixel at the output. The
other from stacking correspondence patches P (di0 ) centered around the correspondences di0
. Both batches have a shape [n, r, r, 1]. The network transforms both of them into output
tensors of shape [n, 1, 1, n]. The training loss is now applied to these tensors. Since they
are flat along the height and width dimensions, we can conceptualize them as square
matrices along the batch and channel dimensions, and visualize how the loss is applied
to them in Table E.1 for a toy example with n = 3. Note that the diagonal in the first
tensor contains the responses of patch P (ci ) at channel i, which is the maximum value
in channel i and the value that caused ci to be selected as interest point. Similarly, the
diagonal in the second tensor contains the responses that should be the maximum in
the given channel considering the correspondence from the interest point selected in
the other image. The training loss that is applied to these tensors has three components
with their specific purpose:
• Inlier reinforcement reinforces interest points that are inliers in a given training
sample, and suppresses interest points that are outliers.
• Redundancy suppression ensures that different channels do not converge to the
same points.
• Correspondence reinforcement reinforces true correspondences of all points which
are outliers in a given training sample.
The entire loss formulation is symmetrically applied to the other image I 0 .
Let pij be the scalar response of channel j to patch P (ci ) and li the inlier label of that
patch. Then, the inlier reinforcement loss is simply the cross-entropy loss according to
that label, applied where i = j:


li = inlier, i = j,
 − log( pij ),
Linl ( pij , li ) = − log(1 − pij ), li = outlier, i = j,
(E.1)


0
otherwise.
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This is the loss responsible for learning a high response for points that are likely to
result in inliers. In Table E.1 the inlier reinforcement effect is observed for channel 0 on
P (c0 ) and the outlier suppression effect is present for channel 1 on P (c1 ).
To prevent channels from converging to the same interest points, a loss is applied on
inlier patches that suppresses the response on all channels, except the one which gave
rise to the inlier:
(
− log(1 − pij ), li = inlier, i 6= j,
Lred ( pij ) =
(E.2)
0
otherwise.
In Table E.1 the redundancy suppression is present on channels 1 & 2 on P (c0 ). We
found that without redundancy suppression, all channels tend to converge to a single
feature, all selecting the same interest point in every image.
Finally, we have found that our network does not converge with the above losses alone.
Thus, for channels with outliers, we promote pii0 , the response of channel i to patch
P (di0 ):
(
− log( pii0 ), li = outlier
Lcor ( pii0 ) =
(E.3)
0
otherwise.
In Table E.1 the correspondence reinforcement can be observed in channel 1 on P (d10 ),
which is the patch extracted at the correspondence of the maximum activation of the
paired image.

E.4.1

Training Pair Selection

In datasets such as HPatches [13], pairs are pre-selected. For image sequences, we
extract pairs as follows: Given one image, points are densely sampled and subjected
to KLT tracking for as far into subsequent images as possible. A pair is then formed
between this initial image and a random subsequent image in which at least a fraction
o of the initial points is still tracked. o thus reflects the minimum scene overlap between
the two images. The benefit of this method is that it can be applied to uncalibrated
image sequences, while providing good guarantees regarding minimum scene overlap.
For training, we use o = 0.3, for selecting pairs during evaluation o = 0.5.

E.5

Experiments

We subject our method to evaluation and comparison to state-of-the-art on three
datasets: The viewpoint-variant part of the wide-baseline HPatches benchmark [13,
115], sequence 00 of the outdoor autonomous driving dataset KITTI [76] and sequence
V1_01 of the indoor drone dataset EuRoC [24]. For the two sequences, 100 image pairs
123

Appendix E. Matching Features without Descriptors: Implicitly Matched Interest
Points

0.8
0.6
0.4
0.2
0.0

0.0

0.1

0.2

0.3
0.4
Matching score

0.5

(a) KITTI

0.6

1.0

ours(128): 0.24
sift_128: 0.22
sift_500: 0.26
surf_128: 0.26
surf_500: 0.26
super_128: 0.38
super_500: 0.34
lfnet_128: 0.38
lfnet_500: 0.30
orb_128: 0.16
orb_500: 0.13
10 inliers at 128

Fraction of pairs with higher matching score

ours(128): 0.17
sift_128: 0.20
sift_500: 0.19
surf_128: 0.20
surf_500: 0.18
super_128: 0.23
super_500: 0.32
lfnet_128: 0.22
lfnet_500: 0.16
orb_128: 0.13
orb_500: 0.11
10 inliers at 128

Fraction of pairs with higher matching score

Fraction of pairs with higher matching score

1.0

0.8
0.6
0.4
0.2
0.0

0.0

0.2

0.4
0.6
Matching score

(b) Euroc

0.8

1.0

ours(128): 0.11
sift_128: 0.21
sift_500: 0.23
surf_128: 0.21
surf_500: 0.20
super_128: 0.24
super_500: 0.34
lfnet_128: 0.24
lfnet_500: 0.23
orb_128: 0.12
orb_500: 0.12

0.8
0.6
0.4
0.2
0.0

0.0

0.2

0.4
0.6
Matching score

0.8

(c) HPatches

Figure E.3 – Matching score distributions (higher is better).

are randomly selected using the method in Section E.4.1. KITTI and EuRoC are stereo
datasets, and we only use the left camera for the image pairs. Rotation and translation
differences within these pairs are plotted in the supplementary material. For the
HPatches benchmark, we train our network using the provided training split, while for
KITTI and EuRoC, we train our network on a separate dataset, TUM mono [60], where
we use the rectified images of sequences 01, 02, 03 (indoors) and 48, 49, 50 (outdoors).
We found that adding sequences 04 to 47 does not result in better performance. For
the sequences, we use KITTI 05 as validation dataset. Ground truth correspondences
are given by ground truth homographies in the HPatches training data. In TUM mono,
they are instead established using KLT as discussed in Section E.3.1.
We compare our method to SIFT [124], SURF [14], ORB [170], LF-Net [155] and
SuperPoint [52]. For SIFT, SURF and ORB, we use the OpenCV implementation, while
for LF-Net and Superpoint, we use the publicly available code and pre-trained weights.
All baselines are evaluated both at 128 interest points, like our method, and at a more
native interest point count of 500.

E.5.1

Matching score

For all datasets, we evaluate matching score, which is the fraction of inlier matches
among all matches. In HPatches, the ground truth homography is used to distinguish
inlier from outlier matches. In KITTI and EuRoC we instead use the inliers that are
determined during pose estimation, see Section E.5.2. As a consequence, the matching
score here more closely reflects the matching score that is achieved in practice when
doing relative pose estimation, whether in SLAM or in map localization. Figure E.3
shows the matching score obtained in the three datasets. Both on KITTI and on EuRoC,
our method performs slightly worse than all baselines except ORB, especially if the
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Figure E.4 – Pose error versus inlier count on KITTI. R: rotation error, t: translation error.

latter are permitted to extract more points than our method. Note, however, that
SURF, SIFT, SuperPoint and LF-NET use 64, 128, 256 and 256 floating points to describe
each interest point, respectively, in addition to point locations. Instead, our method
represents a visual location using only 128 properly ordered point locations. The
results on HPatches show that our method is still not very well suited to the significant
viewpoint and scale changes present in that dataset. Nevertheless, we believe that
implicit interest point matching opens a new research direction in terms of more
closely integrated detector training. Future work to address strong viewpoint and scale
changes could include considerations such as scale and rotation invariance, whether
by modeling inside the neural network [155] or by data augmentation and curricular
learning [52].

E.5.2

Pose Estimation Accuracy

To understand how matching score translates to pose estimation accuracy, we compare
the pose estimated using our method and SIFT with the ground truth relative pose
on both KITTI and EuRoC. Both in SLAM and map localization absolute relative
pose is typically obtained from interest points matched to 3D point locations by P3P
localization [74] with RANSAC [64]. To obtain 3D point locations in one of the two
images, we use epipolar stereo matching of the interest points extracted using our
method or a baseline with the corresponding image from the right camera. Rotation and
translation error are measured with the geodesic (angle in angle-axis) and euclidean
distances. In Figure E.4 these errors are compared to the inlier count for each pair
in the KITTI testing set, using both our interest points and SIFT. The same plot for
EuRoC can be found in the supplementary material. We can see that both with our
method and with SIFT, an inlier count above 10 indicates a good relative pose (rotation
error below 1◦ , translation error below 30cm). Estimates get slightly better up to an
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Figure E.5 – (a), (b) Empiric “inlierness” frequency versus response, and histogram of interest
point responses. Inlierness frequency is calculated per histogram bin by dividing the amount
of inliers within a response range by the total amount of interest points within that range. (c),
(d) Accuracy versus representation size for our method and baselines, including compression
schemes for SIFT. Note the logarithmic scale. Left: KITTI, right: EuRoC.

inlier count of 20, beyond which they do not improve by much, even if much more
interest points are extracted. We transfer this insight to Figure E.3, where we indicate
the matching score corresponding to 10 inliers with a vertical line. From this, we can
see that our method results in good relative poses in 80% of the tested image pairs.

E.5.3

Other results

Some additional insights are shown in Figure E.5. The parts (a) and (b) show how the
probability of a point being an inlier is correlated with the response of the corresponding
channel at that point, using our network. As can be seen, there is a good correlation,
which indicates that the response has some predictive power regarding the probability
of a point resulting in an inlier. This could potentially be exploited, for example in
RANSAC model sampling. In (c) and (d), we show how pose estimation accuracy
compares to the amount of data needed to represent a visual frame for our method, the
previously used baselines and two compression methods applied to SIFT descriptors.
Here, accuracy represents the fraction of pose estimates with rotation and translation
errors below 1◦ and 30cm (KITTI) and 3◦ and 10cm (EuRoC). The two compression
methods are principle component analysis (PCA) projection of SIFT descriptors and
product quantization [96, 127], see the supplementary material for details. For our
method, we evaluate networks with output channel counts ∈ {64, 128, 256}. For all
other methods, we evaluate {64, 128, 256, 500, 1000} interest points per image. As can
be seen, our method outperforms baselines in the trade-off between accuracy and
representation size.
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E.6

Conclusion

In this paper, we have introduced a descriptor-free approach for detection and matching
of sparse visual features. We rely on a convolutional neural network to predict multiple
activation layers and we define the location of the maximal response in each layer to be
an interest point. The key novelty is that instead of relying on descriptors for matching,
interest points are uniquely associated to the activation layer they are extracted from.
This setup allows us to train the traditionally modularized interest point detection,
description, and matching processes jointly in a simple setup, while at the same time
getting rid of the requirement for explicit descriptors. Without descriptors, visual
features can be stored, communicated and matched at a highly reduced cost. For
this system, we have devised a self-supervised training methodology that reinforces
interest points that result in inliers, ensures that each channel specializes on different
features, and uses ground truth correspondences to ensure that channels not resulting
in inliers find good candidate features. This training can be achieved with uncalibrated
image sequences. Albeit achieving slightly lower matching scores when compared to
other approaches that do use descriptors, we demonstrated the applicability of our
descriptor-free approach in a visual pose estimation setup.
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E.8

Supplementary Material

E.8.1

Additional results

Figure E.6 shows the equivalent of Figure E.4 for the EuRoC dataset. The result is
similar except that the rotation error is larger and the translation error smaller. The
latter is likely due to the smaller scene depth of the indoor EuRoC dataset versus the
outdoor KITTI dataset.
Figure E.7 shows how inliers are distributed among channels. As can be seen, the
empiric frequency of resulting in an inlier on testing data is well-distributed among
the channels, meaning that the training manages to evenly distribute the feature space
of good interest points among the channels.

E.8.2

CSV files

A detailed CSV file is attached for each of the two robotic testing dataset. They contain
the columns:
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Dataset characterization eu_testing
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Figure E.8 – True pose difference plots for KITTI (left) and EuRoC (right). Markers indicate
whether or not more than 10 P3P RANSAC inliers have been achieved for a given pair. As
shown in the paper, this is a good inlier threshold to accept or reject relative pose estimates.

• name: sequence name and the indices of the two images that form the pair.
• dR, dt: ground truth difference in rotation and translation between the two
image frames.
• matching score: The matching score of our method for the given pair.
• eR, et: rotation and translation error of the relative pose estimate.
Both dR and eR are measured with the geodesic distance, in degrees, which corresponds
to the angle of the angle-axis representation of the relative rotation.

E.8.3

True relative pose in testing sets

To provide an intuition for the robotic testing sets, we plot the distribution of true
relative poses in Figure E.8 Note the difference between the two datasets: KITTI exhibits
larger distances, while EuRoC exhibits larger orientation differences. Recall that given
the first image, the second image is randomly sampled among subsequent images with
a scene overlap of at least 50%.
Besides showing the distribution, this plot also indicates which pairs result in 10 or
more P3P RANSAC inliers using our method. As shown in the paper, these pairs result
in a good relative pose estimate. While the pairs that fail to obtain a good relative pose
estimate are typically the ones with larger pose differences, there is no clear boundary
between pairs that succeed and pairs that fail.

E.8.4

Accuracy versus representation size figures

In Figure E.5 (c), (d) we show results for two compression schemes applied to SIFT,
principal component analysis (PCA) projection and product quantization [96, 127].
For each method, several lines are plotted for several parameter choices. For PCA
projection, these correspond to projections to {3, 5, 10} dimensions, while for prod129
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uct quantization, these correspond to (m, k ) ∈ {(1, 256), (2, 16), (4, 4)} (one byte per
feature), and (m, k) ∈ {(2, 256), (4, 16), (8, 4)} (two bytes per feature), where m is the
amount of quantizations/dimension subdivisions and k the amount of clusters in
each quantization. Both compression methods are trained on the same dataset as our
method, TUM mono sequences 01, 02, 03 (indoors) and 48, 49, 50 (outdoors).
Furthermore, these figures contain results for our network with 64 and 256 dimensions.
The 64 network has the same intermediate channel counts as the standard 128 network
described in Section E.3. The 256 network, instead, has all intermediate channel counts
doubled.

E.8.5

Sequence video

We visualize the stability of our interest points as well as the correlation of that stability
with predicted inlierness probability with a video composed of the score maps extracted
over the testing sequences. Due to size constraints, only 180 frames of KITTI and 250
frames of EuRoC are shown. Note that the interest points are independently extracted
in each frame. Still, several and in particular the high-score interest points behave as
if they were directly tracked. This corresponds to points that would result in correct
matches, and gives an idea of what the matching score means. One observation that
can be made in our video is that the response is not always very well-localized. Future
work to address this issue could be to extend the training losses with a loss that favours
peakedness [155, 220].
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Exploration Without Global Consistency
Using Local Volume Consolidation
Titus Cieslewski, Andreas Ziegler and Davide Scaramuzza

Abstract — In exploration, the goal is to build a map of an unknown
environment. Most state-of-the-art approaches use map representations that require drift-free state estimates to function properly.
Real-world state estimators, however, exhibit drift. In this paper, we
present a 2D map representation for exploration that is robust to drift.
Rather than a global map, it uses local metric volumes connected by
relative pose estimates. This pose-graph does not need to be globally consistent. Overlaps between the volumes are resolved locally,
rather than on the faulty estimate of space. We demonstrate our
representation with a frontier-based exploration approach, evaluate
it under different conditions and compare it with a commonly-used
grid-based representation. We show that, at the cost of longer exploration time, using the proposed representation allows full coverage
of space even for very large drift in the state estimate, contrary to the
grid-based representation. The system is validated in a real world
experiment and we discuss its extension to 3D.
Video: A video is available at https://youtu.be/s4Xnet_h4ss

F.1

Introduction

Exploration is a fundamental task in autonomous robotics. The goal is to map an
unknown environment [212], for example to establish how a robot can navigate through
it. Exploration can be used in various scenarios from search and rescue, oil and gas
exploration, 3D reconstruction to inspection tasks. Different applications have different
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Ground truth

Representation

(a) Global, grid-based

Ground truth

Representation

(b) Ours

Figure F.1 – In a maze-like environment where loop closures cannot be established to account
for pose estimate drift, grid-based representations build an inconsistent map, which can lead to
premature termination of exploration (a). The purple region in the ground truth of explored
space, in the leftmost image, indicates unexplored space. Our method, in contrast, only resolves
overlaps between volumes locally, which allows to fully explore the environment (b). See
Figure F.2 for a detailed legend.

requirements. In search and rescue, for instance, it is important to find survivors
rapidly. Other requirements could be that the generated map has a high accuracy
or that the path travelled by the robot is as short as possible. In exploration, a map
representation is used to describe the space that the robot perceived so far. Based on
this description, a planning algorithm decides where to move next. In this work, we
focus on the map representation.
Most map representations currently used for exploration assume perfect state estimates.
However, on-board state estimators, such as visual-inertial odometry, are prone to drift.
Since these are the estimators most likely to be used in unknown environments in
the real world, these map representations can in practice lead to incorrect maps, as
illustrated in Figure F.1.
To some extent, drift can be removed when a robot revisits a place and a correction of
the trajectory estimate can be performed with a loop closure. However, as Figure F.1
illustrates, not all drift error can be removed in this way. Furthermore, such a correction
causes heavy computational load in typical grid-based maps, as every depth measurement ray needs to be re-cast with the new trajectory estimate [211]. Sub-mapping
approaches can mitigate this computational cost [20], [179], [140].

F.1.1

Contributions

In this paper, we propose a map representation for exploration that is robust to state
estimate drift. We build our approach using ideas from [91], where free space is
represented with local polygons connected by relative poses. Our contributions are as
follows:
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• We apply the ideas from [91] to exploration by adding semantics to the local
polygons, which incorporate information from other nearby polygons. Nearby
polygons are determined based on vicinity in a pose graph, as opposed to vicinity
in an estimate of space that is faulty due to drift.
• We show that with this, global map consistency is not required for the robot to
know when exploration is complete. With this, global map optimization is not
needed, which is particularly interesting for multi-robot exploration.
• We show how to apply our representation to an exploration algorithm that
previously used a grid-based representation. Local navigation is performed
in local polygons, while navigation between remote locations in the map is
performed using teach-and-repeat [61].
• Finally, we simulate our proposed map representation under different conditions,
compare it to grid-based representations, and validate it in the real world. As we
show, our method comes at a cost of longer exploration times, but given reliable
place recognition, is able to deal with large drift in cases where grid-based
representations fail.

F.2

Related Work

While a map representation is used to represent the space that the robot perceived
so far, a planning algorithm has to plan where the robot should move next. In the
following, we review these two aspects of exploration separately.

F.2.1

Map Representations

Exploration can be formalized as the problem of discovering all free space within
a bounded volume. Thus, the map representation needs to represent the spatial
information necessary to achieve this. Map representations are commonly divided into
three categories [208]: metric representations, topological representations and hybrid,
topometric representations.
Metric Representations Metric representations express locations as coordinates in
a global reference frame. The predominant type of metric representations used in
exploration are grid-based representations. In a grid-based representation, the volume
is quantized into voxels, arranged in a grid. The voxels are then assigned appropriate
labels, such as “free”, “unknown” or “obstacle” [212]. Voxels typically carry further
information, such as occupancy probabilities [145, 211] or a signed distance to the
closest obstacle [94, 154]. In two dimensions, an alternative way of representing known
free space is to represent it with a polygon [25, 78]. Here, the inside of the polygon
represents free space, while its boundaries can either represent obstacles or the interface
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to unknown space. Because the location of all entities in fully metric representations
are expressed in a global reference frame, they are highly reliant on accurate pose
estimates: wrong pose estimates would lead to depth measurements being inconsistent
with the true scene geometry, and with each other. As a consequence, the robot could
wrongly believe occupied space to be free or inversely, free space to be occupied, which
could have disastrous consequences for navigation.
Topological Representations Unlike metric representations, topological representations do not express locations as coordinates in a reference frame. Instead, locations are
represented as vertices in a graph. Relationships between locations, such as adjacency,
are expressed as edges. In order to be navigable, these edges should carry enough
information to allow a robot to move between adjacent vertices. Vision-based navigation
in such maps has been demonstrated using Visual Teach and Repeat [61, 71]. While
topological maps can also be derived from volumetric maps [Bloechliger17arxiv, 208],
we are not aware of any work that uses purely topological maps to directly represent
volumetric information. Pure topological maps are thus rarely used for exploration.
A notable exception to this are [2, 20]. Rather than explicitly keeping track of free
space, their robots build a pose graph similar to [61]. At every vertex of this graph, the
robot adds to the graph a finite amount of adjacent candidate locations where the robot
could move to. Subsequently, these candidate locations are all visited and the process is
repeated recursively unless a candidate turns out to correspond to a previously visited
location. However, candidate robot locations are only a very crude representation of
free space, which makes it hard to estimate the actual coverage.
Hybrid Representations Hybrid, or topometric, representations are a combination of
metric and topological representations, aimed at combining their advantages. Strictly
speaking, the aforementioned pose graphs were already topometric, since they contained metric positions and transformations. Nonetheless, in this section we focus
on representations which augment topological graphs with volumetric information.
An early topometric representation has been proposed in [91]. This representation
consists of a set of polygons, each representing the free space measured around a
specific pose of the robot. The locations of these polygons are expressed relative to each
other. However, [91] does not consolidate the information of neighbouring polygons
in a way that would be helpful for exploration. As a consequence, in [90], where [91]
is used in an exploration system, the authors fall back on local occupancy grids for
exploration. In contrast, we extend [91] with a consolidation procedure that allows its
direct application to exploration. Furthermore, while [90] ends up building a globally
consistent map, we show that global consistency is not required for exploration. The use
of local occupancy grid submaps is also proposed in [140, 179], where the authors aim at
producing a globally consistent map of the environment just like [90]. Achieving global
consistency requires map optimization, which in turn leads to costly re-calculation of
the occupancy grid submaps, even if it can sometimes be avoided for small loop closure
corrections [179]. We show that all of this can be avoided since global consistency is
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not necessary for exploration.

F.2.2

Path Planning for Exploration

In order to understand how to build a good representation, we need to understand
how it is used. In path planning for exploration, after every observation the robot has
to decide where to move next. In order to achieve fast exploration, the robot should perceive unknown space as quickly as possible. There are two main planning approaches
in the literature: Next-best-view (NBV) planning and frontier-based planning.
Next-best-view (NBV) Planning NBV planners try to choose the next position in such
a way that the perception is optimal according to a utility function. This problem
has also been studied in the computer vision community [42]. Most NBV planners
determine the next best view by sampling candidate views, predicting their utility [78,
156], and picking the view with the highest utility. The advantage is that the utility
function can be adapted to contain arbitrary terms and constraints, such as the motion
model of the robot, or terms describing map accuracy. The disadvantage is that finding
the view with optimal utility is usually intractable, hence a sampling method has to
be applied. Furthermore, and somewhat as a consequence, NBV planning commonly
requires heavy computational load.
Frontier-Based Exploration Planning Frontier-based exploration planners follow a
simple and efficient scheme. The strategy is to navigate to the closest boundary
between known free and unknown space. These boundaries are referred to as frontiers.
Frontier-based exploration methods assume that navigating to a frontier will result in
the exploration of new space. The original idea was introduced in [212]. Unlike NBV
planners, frontier-based planners do not natively support arbitrary terms or constraints.
However, it was shown that they cover the space faster than their NBV counterparts [37,
87]. In this work, we will evaluate our representation using a modified version of the
frontier-based exploration method presented in [37]. Frontiers are explicitly expressed
in our method, so it is natural to adopt frontier-based exploration.

F.3

Problem Statement

The goal of exploration is to build a map of an unknown environment. Consider a
bounded region of space V ∈ R2 that represents the unknown environment that we
would like to explore. V consists of free and occupied space V = Vfree ∪ Vocc . With a
robot that can measure the free space around itself, we can explore Vfree . We denote
a robot pose in the world frame W as TW,R with orientation RW,R and translation tW,R .
The field of view (FOV) of the robot at pose TW,R is denoted as Vfov (TW,R ) ⊂ Vfree .
While a robot is moving on a trajectory TW,R (t), it will measure Vfov at consecutive
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sampling times t0 , t1 , . . .. We denote the corresponding poses as TW,R0 , TW,R1 , . . .. The
space explored up to time tk (known free space) is the union of all the FOV measured so
far:

V̄free (tk ) =

[

Vfov (TW,Rk ).

(F.1)

k

We consider two goals for our representation: 1) represent the robots’ estimate of V̄free .
2) Allow to determine when exploration is complete, that is, when the whole free space
is covered:

V̄free = Vfree .

(F.2)

Without knowing the ground truth Vfree , this condition can be established given
sufficient knowledge about the boundary of V̄free , ∂V̄free . Generally, ∂V̄free either
consists of interfaces to occupied space or interfaces to unknown free space. As can
be shown by contradiction, (F.2) holds if and only if ∂V̄free consists only of interfaces
to occupied space1 (“no frontiers left”). Hence, the second goal can be reached by
correctly representing ∂V̄free .

F.4

Proposed Representation

As in [91], the proposed map representation is based on polygons. More specifically,
local polygons individually represent the FOV of every pose, Vfov (TW,R ). The inside of
a polygon represents known free space V̄free while its edges represent the boundary
∂V̄free . Unlike [91], ∂V̄free is labeled, which allows us to reach the second goal of the
problem statement. The labels are obstacle for parts of the boundary that are common
with occupied space, frontier for parts adjacent to unknown space, and free for parts
that are considered to lie within another polygon. See Figure F.2 for a visualization of
our representation.

F.4.1

Local Volumes from Depth Measurements

We assume a depth sensor as source to build the polygon of the robot’s field of view
(FOV). Each measurement consists of a set of simultaneously acquired depth samples.
In our simulations, these samples are modelled as equally distributed within the FOV,
as shown in Figure F.3. We build the polygon from these samples by taking the position
of adjacent samples and the robot’s position as vertices and connecting them with
edges. Some samples correspond to measured depths while others correspond to
samples where the closest obstacle is beyond the sensor range. If two adjacent depth
samples are not beyond range, and have values with a difference below a threshold δ,
1 Trivial

exceptions, such as disconnected free space, are omitted for brevity.
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Ground truth

Representation

robot

x

Figure F.2 – Our representation, visualized for a simulation without drift in the
pose estimate. Left image (ground truth): black line: robot trajectory, green lines:
place recognitions, orange lines: depth sensor rays at current pose; in the background, yellow squares indicate true occupied space, green squares true known free space
and blue squares true unknown free space. Right image (our representation): black line: pose
graph without loop closures, red lines: known obstacles, blue lines: frontiers, green lines: local
volumes in consolidation scope (see Section F.4.3). Note how frontiers may overlap, as they are
not resolved globally but only within the consolidation scope.

Figure F.3 – A local volume obtained from one measurement. The red lines starting at the robot
position represent the depth measurement rays. Blue points represent samples at maximum
sensor range and red points represent samples that hit an obstacle. Blue edges are the frontier
edges and red edges obstacle edges.
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the edge connecting them is considered an obstacle edge. In all other cases, the edge is
considered a frontier edge. The threshold δ is intended to account for occlusions (see
Figure F.3). Sometimes, these cannot be distinguished from obstacle surfaces that are
nearly parallel to the measurement rays [78]. These incorrectly labeled frontiers can be
resolved by approaching that obstacle from another angle. Furthermore, the two edges
adjacent to the robot position are also considered frontiers.

F.4.2

Pose Graph Representation

In our representation, we store separate local volumes for each set of depth measurement samples, which are built as described in the previous section. These polygons are
referenced in the vertices of a pose graph. Each vertex of this graph represents a robot
pose at which a measurement was taken. The vertices are connected with edges that
carry the relative transformation TRk−1 ,Rk between the two poses. The edges are either
established between subsequent measurements, in which case TRk−1 ,Rk is estimated
using odometry, or they are established due to place recognition, in which case TRk−x ,Rk
comes from a relative pose estimation algorithm. The pose graph and our representation can be constructed incrementally and on-line. The relative transformation between
non-adjacent poses can be estimated by integrating relative transformations along a
path connecting the two corresponding vertices. Considering odometry drift, this
estimate becomes less accurate as the path length increases. Without global consistency,
estimates integrated along different paths can differ [20, 61]. Thus, for our purposes,
we use the estimate resulting from integrating along the shortest path.

F.4.3

Frontier Consolidation

When adding new depth measurements, we need to update the local polygons. New
measurements can turn unknown space into known free space, and the corresponding
frontier boundaries need to be converted into free boundaries. Similarly, frontiers
might need to be re-assessed after place recognition. This process, which we call frontier
consolidation, is illustrated in Figure F.4. For every new depth measurement Vfov (TW,Rk ),
a consolidation scope comprising the local volumes of nearby poses is established using
Dijkstra’s algorithm. All poses within a distance of R are added to that scope, where
the norm of the estimated translation t A,B between two adjacent poses is used as the
weight of the edge between them. Consequently, R reflects the distance over which
the pose estimation (odometry and relative pose estimation) has small drift and can be
used to consolidate local volumes. Inside the consolidation scope, all local volumes
are then consolidated pairwise among all possible pairs. To that end, all local volumes
are temporarily expressed relative to Vfov (TW,Rk ) by using the pose resulting from pose
integration along the shortest path from Vfov (TW,Rk ), see Figure F.4. Given two local
volumes transformed in this way, any frontier edge of one volume that lies inside
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Representation

(a) Before loop closure

Ground truth

Representation

(b) After loop closure

Figure F.4 – Frontier consolidation prompted by place recognition. See Figure F.2 for a detailed
legend. (a) Before place recognition, the consolidation scope contains most recent poses. (b)
After place recognition (red lines in ground truth), local volumes across the place recognition
edges (light red) are added to the consolidation scope, temporarily transformed into the local
frame of the current pose (arrow, light green volumes). This affects frontiers (blue): They
frontiers above the red volumes and the “range arc” of the current pose are both resolved.

the other volume is re-labeled as free edge, and vice versa. If a frontier edge is only
partially inside, it is subdivided accordingly.
Consolidation is triggered for every new depth measurement. In our experiments, we
assume that previously visited places are recognized at the same time as a vertex is
inserted into the polygon. Otherwise, polygon consolidations would also need to be
triggered as new edges are inserted into the pose graph due to place recognition.
So while our approach does not rely on odometry accuracy, it relies on good place
recognition performance. An increasing rate of false negatives could potentially be
dealt with by methods that expand existing matches, or by increasing the volume in
which polygons are consolidated. An increasing rate of false positives (perceptual
aliasing) would be harder to deal with. However, false positives have also been shown
to be catastrophic for optimization-based approaches [190] – remedies to false positives
are equally applicable to both approaches.

F.4.4

Extension to 3D

While for simplicity, we focus on two dimensions in this paper, we believe that the
presented approach is readily applicable in 3D. The main challenge here is the 3D
representation of local volumes, and the intersection of those local volumes, where
volume boundaries become surfaces, rather than edges. One could use local occupancy
grids, or local coarse meshes [80, 193] for memory efficiency.
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Application to Frontier-Based Exploration

To demonstrate how our map representation can be fitted to exploration approaches
that previously used metric representations, we adapt the state-of-the-art method
proposed in [37] to use our solution. Exploration in [37] is performed using a state
machine with the following three states:

1. Reactive: While frontiers are present in the current FOV, navigate towards the
frontier that incurs the least change to the current velocity.

2. Deliberate: If no frontiers are left in the FOV, but frontiers are left globally, plan
a path to the closest frontier.

3. If no frontiers are left overall, exploration is considered complete.

Since the reactive state is based on the current field of view, it is trivial to adapt
to our representation. In the original implementation, information was extracted
from OctoMap [211] updates to determine frontier voxels in the current FOV. With
our representation, frontier candidates are simply selected from the edges of the
current local polygon. The deliberate state cannot be adapted directly. In the original
implementation, a path to the closest frontier was found using a Dijkstra search across
adjacent free space voxels. With our representation, adjacency of free space is only
meaningful among polygons that are also close to each other in the pose graph. Hence,
instead of looking for the closest frontier in 2D space, we instead look for the closest
vertex in the pose graph that has a local volume with unconsolidated frontiers. We
then let the robot navigate to that vertex using the teach and repeat navigation method
proposed in [61], as it does not require global consistency of the map. Once the
robot arrives at that vertex, it switches back to the reactive state. Completion in the
original method is assumed once there are no frontier voxels left. In our approach, this
corresponds to none of the polygons having frontier edges left.

F.6

Experiments

Using [37] as exploration algorithm, we compare our representation to a metric gridbased representation, with and without loop closure capability, in simulated 2D environments under varying conditions. The representations are compared in different
environments, with simulated odometry drift of varying intensity and with simulated
place recognition of varying recall.
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Figure F.5 – The simulated environments: “Open”, “Maze” and “Forest house”. All have a size
of 30 × 30 meters.

F.6.1

Experimental Setup

We simulate a robot with a forward-looking depth sensor operating in either of the
30m × 30m environments shown in Figure F.5. The depth sensor has a FOV of 115◦ in
horizontal direction and a range dFOV of 5m, similar to the sensor used in [37]. The
simulation is performed in time steps k ∈ N, for each of which the robot’s true pose
TW,Rk and pose estimate T̄W,Rk are updated as follows:
TW,Rk = TW,Rk−1 T̄Rk−1 ,Rk ηTRk−1 ,Rk ,

(F.3)

T̄W,Rk = T̄W,Rk−1 T̄Rk−1 ,Rk ,

(F.4)

where T̄Rk−1 ,Rk is the relative pose command output provided by the exploration planner.
In the true pose update, a pose increment ηTRk−1 ,Rk is applied to T̄Rk−1 ,Rk . As it is the robot
that executes the desired pose increment, it believes it has executed T̄Rk−1 ,Rk , and so noise
needs to be applied to the true pose update, rather than the estimate. The translation
of ηTRk−1 ,Rk has coefficients sampled from a zero-mean Gaussian N (0, f (σpos , T̄Rk−1 ,Rk ))
and its rotation angle is sampled from N (0, f (σrot , T̄Rk−1 ,Rk )). Here, f is a function that
ensures that the variance of the noise is proportional with the distance travelled:
f (σ, T̄Rk−1 ,Rk ) = kt̄ Rk−1 ,Rk k · σ2 .

(F.5)

We furthermore simulate place recognition. Whenever the current pose TW,Rk falls
within a threshold distance dpr to a previous pose TW,Rl , the identifier of that pose, l, as
well as TRl ,Rk are provided to the simulated robot. To prevent self-matches, all poses
within 1.5 · dpr of pose graph traversal are excluded from place recognition. Also, place
recognition is only provided if TW,Rl is in line of sight from TW,Rk , to prevent place
recognition across occlusions.
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F.6.2

Baseline Implementation

As a baseline, we implement a simplified version of the grid representation [211] using
a regular grid instead of octrees, as we do not take computational performance into
account. According to [145, 211], the occupation probability P(n|z1:k ) of each cell is
updated using the most recent measurement zk with
L(n|z1:k ) = L(n|z1:k−1 ) + L(n|zk ),

L(n) = lim log(
x → P(n)

x
).
1−x

(F.6)

We assume a precise depth sensor and let P(n|zk ) = 1 if a ray hits an obstacle inside
n at time k, P(n|zk ) = 0 if cell n is fully contained inside the polygon spanned by the
sensor rays as defined in Section F.4.1, and P(n|zk ) = 0.5 otherwise. Consequently,
P(n) can only assume values ∈ {0, 0.5, 1}, which we accordingly label as free, unknown
and occupied. For cases where (F.6) is undefined, later measurements override earlier
measurements. This baseline is implemented in two ways: a naive one (“grid”), which
uses the state estimate T̄W,Rk as-is, and one with loop closure capability (“grid-lc”).
The latter exploits place recognition events to optimize its pose-graph according to
all relative pose estimates present in the pose graph using g2o [110]. Every place
recognition triggers an optimization after which all updates according to (F.6) are
?
executed anew with the optimized pose estimates T̄W,R
. We use a voxel length of 1m
k
for all maps.

F.6.3

Evaluation Metrics

To quantify the performance of exploration, we measure the distance traveled until the
robot believes full coverage has been achieved, dmax , and the expected distance to be
traveled to discover an arbitrary location in free space, dexp . dexp reflects the general
speed of exploration. It is not severely affected if the robot takes a very long time at the
end to navigate to the last couple of frontiers. Depending on the application, one metric
is more important than the other. For more insight into the progress of exploration, we
track the ratio between the volume of known free space V̄free and the full free space,
Vfree , |V̄free |/|Vfree |, which we call coverage ratio. It is initially 0 and reaches 1 when
full coverage is achieved. Note that V̄free refers to the ground truth volume covered
by the robot, not the estimate of that space by the robot. Vfree is represented using
a grid – in our simulations we use this grid to define the environment in the first
place, see Figure F.5. Unlike in the baseline grid representation, occupied cells are
known beforehand, and only free cells n ∈ Vfree are labeled as known free or unknown
free. Known free space V̄free is approximated as the set of cells labeled known free. An
unknown free cell is relabeled known free as soon as any sensor ray intersects it and
remains known free until the end of the simulation. Given this approximation of V̄free ,
the coverage ratio is calculated by dividing the count of cells in V̄free by the count of
cells in Vfree . Since full coverage will not be reached in all experiments, even if the
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Figure F.6 – Expected distance until discovery dexp and distance until termination dmax versus
final coverage for the evaluated approaches, with different noise intensity, on different maps.
For fair comparison, dexp and dmax are omitted for samples where the final coverage is below 1.
Ten samples are collected for every setting.

robot believes this to be the case, we also report the final coverage ratio. In these cases,
dexp is undefined.

F.6.4

Experiments

We perform experiments with the following parameter combinations: simulation in
either of the environments shown in Figure F.5; pose estimate noise simulated with
σpos = α · 0.1m,

σrot = α · 5◦ ,

(F.7)

with the noise multiplier α ∈ {0, 0.5, 1}; and place recognition radius dpr of 0.5, 1, 1.5 or
2 times the sensor range dFOV . For every parameter setting, ten different runs have been
performed (due to the stochastic nature of the simulated noise). The place recognition
radius is varied because a larger radius should result in the robot having to travel less
in order to consolidate frontiers. It is limited to two times the sensor range as beyond
that, polygon intersection between Vfov (TW,Rk ) and Vfov (TW,Rl ) is impossible.

F.7

Results

Figure F.6 shows the performance of the evaluated methods as pose estimation noise is
increased. As we can see, only the proposed representation always reaches full coverage
in all environments. The other approaches perform particularly poorly in the maze
environment, where the robot has to travel long distances in close proximity without
the ability to close loops, see Figure F.1. We can also see that this comes at a cost of
longer distances covered until the robot believes coverage is achieved. dmax is between
1.5 and 3 times larger for our approach, dexp , however, only up to 1.5 larger. This
happens because the proposed approach needs to consolidate frontiers of all spatially
close polygons through place recognition, while the grid-based representation is able to
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Figure F.7 – True coverage as a function of distance travelled for individual runs at noise
multiplier α = 1. Vertical dashed lines indicate the distance at which the robot believes coverage
to be complete according to its own representation.
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Figure F.8 – dexp and dmax when using our representation in the open and maze environments
with noise multiplier α = 0.5, for different relative loop closure distances β. Place recognition is
provided by the simulator for any two poses when the distance between them is below β times
the depth sensor range.

consolidate frontiers from measurements even if the relative pose established between
them comes from an estimate integrated over a very long path. A typical evolution of
the coverage ratios for one sample of each method and noise multiplier α = 1 is shown
in Figure F.7.
Figure F.8 shows how our method is affected by the loop closure distance dpr . As can
be seen, a larger distance at which places can be recognized leads to faster exploration
times in the open environment. This makes sense, as a larger loop closure distance leads
to generally larger frontier consolidation scopes, allowing frontiers to be removed faster.
Exploration speed in the maze environment, however, is not significantly affected, as
there are generally not many place recognition events happening in that environment.

F.8

Validation in the Real World

We validate that our approach works in the real world with the experimental setup
shown in Figure F.9. The platform is a ClearPath Jackal equipped with a Hokuyo
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matches
trajectory

(a)

(b)

(c)

Figure F.9 – (a) Real environment in which we have validated our approach. (b) Close-up of
our experimental platform. (c) NetVLAD matches on a trajectory circumnavigating all obstacles.
Obstacle locations are approximate.

laser scanner as depth sensor and two fisheye cameras that provide a 360◦ view of the
environment. Ground truth is obtained with a motion tracking system using reflective
IR markers. For the state estimate, we use the wheel odometry provided by the Jackal
robot. We intentionally do not use the best available state estimate, to demonstrate
robustness to drift.
The most important assumption that we have made in our simulations is that sufficient
place recognition and relative pose estimation can be provided. To this end, we use
visual place recognition from a panoramic image stitched from the two fisheye cameras.
The vertical field of view is restricted to prevent place recognition from structure that
is visible from everywhere in the room. Using a 360◦ view allows place recognition
independent of the orientation of the robot between the two matched places. First,
the CNN full image desciptor NetVLAD [7] is used to quickly determine the visually
most similar previously recorded image. Figure F.9 (c) shows NetVLAD matches in
a trajectory where the robot drives once around each obstacle. As can be seen, all
place recognitions occur locally, with only two matches across a longer distance, but
still within line of sight. Given a NetVLAD match, we match ORB features [170] and
use P3P [74] and RANSAC [64] for geometric verification and relative pose estimation.
For P3P, the 3D locations of features in each frame are triangulated using KLT tracks
[125] of those features in subsequent frames. The only component that we have not
implemented, as it is out of the scope of this project, is teach-and-repeat [61]. To
simulate teach-and-repeat, we instead use the motion tracking system to let the robot
backtrack its trajectory. This, and ground truth for evaluation, are the only things for
which the motion tracking system is used.
Figure F.10 (a) shows the final state of exploration in our experiment. As we can see,
there is drift in the estimated trajectory, yet our approach still manages to fully cover the
environment. Note that there are parts of the environment where trajectories overlap.
These are locations where our visual relative pose estimator fails to obtain enough
feature matches. However, as long as relative pose estimations are obtained within
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Figure F.10 – (a) Ground truth and representation once exploration is complete. (b) Corresponding coverage over time, obtained from the ground truth grid.

the distance of the consolidation scope (see polygons shown in Figure F.10 (a)), this
does not pose a significant problem. Figure F.10 (b) shows the corresponding coverage
over the travelled distance. The behaviour is consistent with the results obtained in
simulation, wherein the robot first quickly covers most of the map, after which it does
a lot of backtracking to seek out frontiers that remain in the map.

F.9

Conclusion

In this paper, we present a map representation that allows exploration in spite of
large drift in the pose estimate. We show that global consistency in the pose graph
is not required to determine if exploration is complete. This alleviates the need
for map optimization, which is particularly interesting for multi-robot exploration.
In addition, the proposed method can be adapted to algorithms that currently use
different representations. Using a state-of-the-art exploration algorithm, we compare
our representation to a grid-based representation. In contrast to the latter, and at a
cost of longer exploration time, all of the free space can be fully covered with our
representation, even with large drift in the state estimate.
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